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MiniCPM-o0 4.5: Towards Real-Time Full-Duplex Omni-Modal Interaction
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MiniCPM-o 4.5: Towards Real-Time Full-Duplex
Omni-Modal Interaction

Junbo Cui Bokai Xu Chongyi Wang Tianyu Yu Weiyue Sun Yingjing Xu Tianran Wang
Zhihui He Wenshuo Ma Tianchi Cai Jiancheng Gui Luoyuan Zhang Xian Sun Fuwei Huang
Moye Chen Zhuo Lin Hanyu Liu Qingxin Gui Qingzhe Han Yuyang Wen Huiping Liu
Rongkang Wang Yaqi Zhang Hongliang Wei Chi Chen You Li Kechen Fang Jie Zhou
Yuxuan Li Guoyang Zeng Chaojun Xiao Yankai Lin Xu Han
Maosong Sun* Zhiyuan Liu* Yuan Yao™

MiniCPM-o Team, OpenBMB
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AEHE

ZIEIRE MiniCPM-04.5, —NESHE 9B H2IESANESEE, EERKINESESAEEHFEE"
Biftzy (turn-based) ZE"RIMRI, BRAERIEAFKFHLHENTSESZE, (FEREHIRERERIX
EIRFEABRESERIGEE, MEXTENASFERARE: H—, RANSHAHD B AZEHTHIM
B, BETEEEAMIETPNFANF SR ERE, H-, SHERNERNRNT, RERF @SR

MR, REENSSESIMNEDERNTEINIEES. MiniCPM-04.5 BEECRTEER"E. . k", HE&ES]

177 (WETIILAASAVFEEREALIRENITIE) . EROAR Omni-Flow MERETMANS
D HERI AR —RTVER, BERNERIRERN SN T, IERIFHITRE, NER—E
ZRASEIVRAN SN ARZ AR ESITARIBAEN. £ 9B SEHIRT, RERNNEESEIEE Gemini
2.5 Flash, ERIFME LIAZFFR SOTA; EL&ESIEMRE BT Qwen3-Omni-30B-A3B, FHEMEANE
BERRE, ATESREEES. SaT eI SHERIUL, ZEREERFSRET 12GB /Y

W5 TR W T 2ESRE,
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Figure 4: End-to-end omni-modal architecture of MiniCPM-o 4.5. Modality encoders, the LLM
backbone, and speech decoders are connected through token-level hidden states in an end-to-end
trainable architecture, with multimodal input and output streams aligned on a shared millisecond-level
timeline for full-duplex streaming interaction.
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o EWTIEMLRIRERE: ISLIFERE. . i, BEREARAREFAR RSN EHLZREH RS
HTHEXN e, FHeeE T LR AvREaRE R HIREESITIE.,

® Omni-Flow H—iRzVIESR : &SR GHEZATEEHXITT, B B AR BN T ROELLI 2,
R RN SE T AER—EZRRN B AR,

o SEEMEE: N 9B 582, WRIESEEEE Gemini 2.5 Flash, XZIFNIETHR SOTA; £i&E5E
#R#EH Qwen3-Omni-30B-A3B, JBEESLRFREELL,

o MFURERNETT: EESVSNSHIRN L, ATERNFORET 12GB RIBEIRE LSCISEAf &N T 213

SRE, HEREREETE.
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Paper: https://arxiv.org/pdf/2604.27393
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AcademiClaw: When Students Set Challenges for Al Agents
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AcademiClaw: When Students Set Challenges for AI Agents

Junjie Yu'*'*  Pengrui Lu’*>?  Weiye Si’“!* Hongliang Lu”' Jiabao Wu"' Kaiwen Tao"!

Kun Wang™!  Lingyu Yang”!  Qiran Zhang™!  Xiuting Guo™'  Xuanyu Wang"!  Yang Wang"'

1 =1

Yanjie Wang"!  Yi Yang"!  ZijianHu"!  Ziyi Yang Zonghan Zhou
Binghao Qiang'  Borui Zhang'  Chenning Li'  Enchang Zhang!  Feifan Chen!  Feng Jian'
Fengyin Sun'  Hao Qiu' Hao Zheng' Haoran Zhu! Hongyu Liu'  Jianbin Deng'  Jiaxin Song'
Jiaying Chi'  Jiayou Shi'  Jie Fang'! Jinghui Zhong' Jingyu Zhou' Jinze Li' Junfeng Yi'
Junyan Yu'  Junzhi Xue' NiSong' Pengyi Chen! QiChen' QuanshengLi' Rui Tao!
Shenghai Gong' ~ Shenhang Lu'  Tiangi Shen'  Tianxiang Zhu' Tiehan Kang' Tingyu Li'
Wendi Wu!  Xiao Shen'  Xiao Zhou! Xiaotao Zhang!  Xinrong Li'  Xuankun Yang'  Xun Zhang'
YanLi' YeLu' YiWang' YiboZhou' YichiZhang' YihaoSun' Yijun Huang' Yixin Zhu'
Yixuan Wu'  Yuchen Sun'  Yue Wu'  Yuheng Sun' YukunLi' YutianTu'  Yuxuan Qin'
Yuzhuo Wu!  ZeyuLi' ZhengyuLou' Zhenning Ran' ZizhuHe' Pengfei Liu™#123
! Shanghai Jiao Tong University 281 3GAIR

AEHE

ZIEXH EiB3E A GAIR-NLP HBA (BEE Sll) &%, 1B AcademiClaw———NEME Al EEeRZA

REIHERINGE (Fh/2E) B, {EBISH, OpenClaw 4&SHIEEGILAIEEHE BIFR1ES, mxd
BHAREIENFAREENEFEEE, AcademiClaw B2 80 ISRIHKIEAS, £XEERRTARERT
RIZFATER (REFL. RHAIE. =&, TAMB) , BREFENRANWE Al EaEK (4 Claude Code,
Codex. Cursor) =iHEMMELISRESTHANES. ESEM 230 HEERIAREESS, ERLTHIEE

SITHEETIR, B 6 A, 25+ LU, NRRRMESESFER, 3 GPU BEREWES. 2

KERFEELN, H 16 TYESFE CUDA GPU HifT. BIESAEMRERY Docker ibFEHIETT, RGN

l,}
>

MBEAMIARRIZUETOTNE (rubric) #TFT9, FIRLURSZAIARZE®HIT (S1-S5) BATITADHT. LK
BR, BER SN EIAEEPRIRFIIHOREIL 55% BEER, H—EoeER 7 ARESMI%EE
RIBESINR. FEMRENESIEMTOEREE, LK token BHESHHREZ AN, RHETEURSIETRN

P EIZHRES.
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Claw-Eval AcademiClaw

Robotic simulation
camera control

g,v .\\
$ -
3 SS06 WE2L:3T 192,16 ahout 200
3 L J
J)\ (6]

Submit expense report Extract info from PDF

= Extract literary family tree

Assistant-level Academic-level

W
Security breach forensics

Figure 1: Task complexity comparison: Claw-Eval vs. AcademiClaw. Claw-Eval focuses on assistant-level
routines, whereas AcademiClaw targets tasks requiring deep academic expertise and sustained multi-step reasoning.

FE

ot

® FHMEMNESLFARE: 80 IS EEHREARFEELFATIER, BEENE Al EeAELIHEN"
BEEL", M 230 DIREEREERITEMGEE, B 6 KK 25+ T4, EXRMEAGETHEHEE
o KIEERESHENIES: ISBHRFERHF/IESSF. GPU BEEBFS, 2HAFENE, Hb 16 IN
% CUDA GPU #1417, BIWERRE Docker iDFaHizlT, MEREMRIIEN S TREERENRE™EEX.
o SUTH + TBRWHIT: XA/ \FHEMNIARNIZHE rubric XHESTRED, HESHRUNAELS
BT TITADN, FRMEENSLEMMEE.

o IBTANLBIREER: SN AR RESRRY 55% BEE, Dimt—SREENILA. 1TARED UL
K token [BFESTHRERTFEE, /9 OpenClaw 1 XIZHARREIZHT.

o HIRSRBLIFE, FRMUATIL/ M AIOREESER 80 TUESS LRIAYEL: dashboard.,

EE S

Paper: https://arxiv.org/pdf/2605.02661
Code & Data: https://github.com/GAIR-NLP/AcademiClaw
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MiniMind-O Technical Report: An Open Small-Scale Speech-Native Omni Model
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2026-05-05

@ NiniMind-0O

tial

MiniMind-O Technical Report: An Open Small-Scale
Speech-Native Omni Model

Jingyao Gong
Independent Researcher
gongjy.cs@foxmail.com

(@) github.com/jingyaogong/minimind-o
¥ huggingface.co/collections/jingyaogong/minimind-o
i~ modelscope.cn/collections/gongjy/minimind-o
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AEHHE

ZRAIRSHIIARE Jingyao Gong &%, NMA MiniMind-O———ANEYZ7E MiniMind iES51&E812
. £9 0.1B SEIRAFIRSIES (Omni) &8, REAMHESNA, 155, BEEAN, FHHXASn
B8, KRB EETEVERENEE. MBS (checkpoints) , LIRAT MXA-EMR(T2A). BHR—-XIA(12T).
B EM(AA) JIGHIEE Parquet )IIGEUES, FEANREARTHWERACMEN. 2249 LA Thinker
—Talker X 8&igit: Thinker BI5EEAY MiniMind transformer £F, AFIBENKREZR, BHREHIXAK
embedding, PARTES/EBROAFAEENN. L5RERN SenseVoice-Small 5 SiglIP2 4RASsHEEG
HiEE MLP 5 2RMETRNES/BISIHIE; Talker 2—H MiniMind block HIpkAYIHIZIIUEER, RRAE
SRR, I Thinker NHEERES—1BEREIFRI/\E Mimi-code EHRRFKEMSID. WiEAEHH
E1 I8 speaker token, GXIFHESE codec IRLARIUTER CAM++ RIEABRALETR, FEHERK
(HHESES D - Tz mmdRRszaEsk, BFLL 0.1B B9 MiniMind (TI3FHZ&ETF) HERE, S Y
ESEHRBE R IR=E, EZRARASESITIEREDUR": AAETRE EF)" 1AM,
£ 0.1B AR T/ ERBER. ZREATEEZEK GPU L4, £ CPU ERFET, ZEERIAT
RIS/, THEESSEERY Omni L2 —, FFFRIVIBEER. SATHIHT (barge-in) | IENIRE. &

efESFHUEI WebUI,
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ir et ks \\ Micro intelligence has great potential
t ey o T
it

| AntoRegressive Talker®

(RFE) (GgA) ((OfNom) ( Dense/MaEFEN )

------%%%{%%I%%%V//%%’//// /////%/ /M/%/// >

{ ety oy
SLLLLALLALLLLLL LIy u %L‘&F%
] o o 5l .'. 1 .“. &t
( : RS
| AutoRegressive Thinker &
bl = 3’ # Hidden bridg.
| (RPE) (G4) (BSNorm) ((Dense/MeEFEN ) 5 5
o :
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ot . g,.m' e Vision Prajector Text Embedding
S A= .
“"|\u“\nl||\w\|\l 'm;\.w.‘.‘ e ';"": S O “mterrupt*
(Ofling) -nll\lm“hu|\||“-\||‘|<-»|M|\u\“m||\u|\w Wi 5 your name?
—

Figure 1: Architecture of MiniMind-O. Audio and image inputs are encoded by frozen SenseVoice
and SigLIP2 encoders, mapped into the MiniMind hidden space by MLP projectors, and injected at
modality-placeholder positions. A middle-layer Thinker state is fused with the Mimi-code history by
an independent Talker, which predicts eight codec layers for streaming speech generation.

FERR

® 0.1B 2%, AILKESH: £ 0.1B SHAISTA/ES/EERANSA+RAESHH, BREFR
B, WERS T2A/I2T/A2A GRS, BB EEIGH.

® Thinker-Talker IE&%243: Thinker (528 MiniMind F£F) RE=EN TN, Talker (FYE MiniMind block
BIR) RERTIMBER, B NIERESREFIEREEN.

® GO + BEIRESEN KA SenseVoice-Small, SigLIP2 1REUES/BEUSIHE, RRE MLP &
HRERSEMAUEEN, TECES.

® BEMAYRIEA/EBIER: 1Bd speaker token, BXIFEE codec &S CAM++ RIEABRA, B85
BEUMASIMSLETY, SHHEERE

o RIVUMEEIENIERETT: FITEHZES GPU (18- RTX 3090, mini #3EEY 2 /IN\SHESRE) )14,

CPU RiEEHEIR, R4 PyTorch MWZESLHL, BfE Apache-2.0 HMYFFIR.
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Paper: https://arxiv.org/pdf/2605.03937
Code: https://github.com/jingyaogong/minimind-o

® it

Continuous Latent Diffusion Language Model (Cola DLM)

HH

2026-05-07

lii! ByteDance | Seed

Continuous Latent Diffusion Language Model

Hongcan Guo'? Qinyu Zhao®!, Yian Zhao!!, Shen Nie!®, Rui Zhu!, Qiushan Guo’,
Feng Wang', Tao Yang', Hengshuang Zhao?, Guogiang Wei', Yan Zeng"™

!ByteDance Seed, *The University of Hong Kong, *The Australian National University, *Peking
University, ®Renmin University of China

Work done during an internship at Bytedance Seed, nﬂ(‘Jorrcsponding author


https://arxiv.org/pdf/2605.03937
https://github.com/jingyaogong/minimind-o
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ABE
IZICXHFTBka) Seed HBA (BAAEEBAF. MAFIEIAZF, ILRAF. FEARKE) 12 Cola DLM
— M ETHEERES#E (hierarchical information decomposition) RIRRWETEY EUESEEL. {F
EiEH, NESEAEEERIFEATRETEXNL, EEREXANEMANDAENEBRENINCEIAER
s, IMERIEAFEEIE/H BERD RNELURRFRMAERSER,. A RRRIEFISHERINEF/ENEER.
Cola DLM =L ALER: EEH Text VAE Z2INASELEBTEZ BIRENMS; HEH
block-causal DiT TEEEGEZT AP BB CHTER, REETFUEERRERNAR. EOBEEN
F—HND/RAKRBENHAEER, L BRI T BB ER (latent prior transport) ", MIHMERR
token FIAUKE, NTIELBIENERSBENAERMEE, X—RITHEEREFFERIFPNRE, X
FHHEEETEPIENERSTRNEG, AUBAT REEMESES. (FERYES 4 MAREE. 8 4
i, SFHEXITTHIA 2B S4B mIEKR LLaDA BE&33th, FEHESE) 2000 EFLOPs Y scaling HiZL,
KIET Cola DLM TEXAAER FHNRIFT BITH, 3L 70 BEE BRI EATE token FIESEEN

—MERURERS .

Pretrain Text DIiT

= i A
Lvae = ~Egsn l0gpo(z | 20+ VAE loss g i
He son i ol need |1
BB ) 198 0670 | 2) + Do g 3 g ot ey [ el 1]
) = i .
m {

&

> clean latent

g2 = g D o 1
3:%' . 2| Diffusion = a0 75 sreacr o
28 8 = — Transformer — Q. i —
i b B | e o
2,5 = — o i
218 2 ‘? E (block causal) % . “"'m'z lean | [[noise | visible 8 Blocks
.“ - -l A T 1 I
[ 1
Y w o E E o T
W, 3
B5§ i: L%ij -
-EE = 25 2
2w _, 2L -ST",
Training Stage 1 ] Training Stage 2

Figure 1 The Overall Workflow of Cola DLM. Detailed illustration of the training and inference pipeline of Cola DLM.
Training Stage 1 shows Text VAE pretraining with reconstruction, BERT, and KL losses. Training Stage 2 shows
joint pretraining of the Text VAE and Text DiT with gradient control for stable optimization, where a specialized
block-causal mechanism is adopted in the DiT. Inference Stage illustrates the decoding process with KV cache.
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FERR

o EX(CHEHZEIBER: BT "Text VAE XA—ELEMETS + block-causal DIT £2FiENXCIRER + &
DR =B, BERENEREBEBLAEMND EEE.

o HITASINEMBAE: NFE—DRAKRENE, 1L SHTESETEFRISCRERTIF token RN
WE, RHEEREIFERIFFRNRE.

o RIFMIAIH RIESIIRSEN: 140 2B SHTFSBEITNR LLaDA EEEXIFILL, scaling Mi%&s
£9 2000 EFLOPs, RIUGEY RIT/H, FEREHEEMMEESHS—EEER.

o RFWSEWRWIE: BE 4 MARAE. 8 MEERLRAR, MUDBEELETIEEN token RES

ERAIBRNETIZ; KABLL Apache 2.0 tHTFIR.

K HEE

Paper: https://arxiv.org/pdf/2605.06548
Project: https://hongcanguo.github.io/Cola-DLM/
Github: https://github.com/ByteDance-Seed/Cola-DLM



https://arxiv.org/pdf/2605.06548
https://hongcanguo.github.io/Cola-DLM/
https://github.com/ByteDance-Seed/Cola-DLM
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Qwen3-VL-Seg: Unlocking Open-World Referring Segmentation with Vision-Language Grounding

=L
2026-05-08
7
May 11, 2026
Qwen3-VL-Seg: Unlocking Open-World Referring Segmentation with
Vision-Language Grounding
Yuan Yao Qiushi Yang Humen Zhong Jiangning Wei Yifang Men
Shuai Bai Miaomiao Cui  Zhibo Yang
Tongyi Lab, Alibaba Group
RERE

ZIC N HEEEENY LIS (TongyiLab, Alibaba Group) #2H Qwen3-VL-Seg, ERFMEHFIERDE!
(open-world referring segmentation) {EF55——BNEBAZIRANBEAESRIX grounding ZFEHAVMGER
X, {FEEL, WESESKNESEE (MLLM) 2ESEEAIFFMEFNRE grounding 8871, BEEIH
ERTHERASAFAELTR, RELUSHERZMRTITN,; MEHET MLLM M98 EEABEETuNRTE
BRAATR, MELIEEBIEEAMWINAR, BEARBYMNEOEIEMIRE (40 Segment Anything Model, SAM) M
MRE KRR SEEFH. Qwen3-VL-Seg BH—MSEEY (parameter-efficient) AUTEZR, & MLLM
UL FAEM A" BEBIENX grounding BY4EHISEEE (semantically grounded structural prior) ", FigHE
R AHGEFERDIIER. HOBR—MRERM box-guided mask f#F3EE, BIE T SREZEIDE
A TE-ENEEEE, ESISHESOHERGEREEIE, NIERSIN SAM FEEINHMEENFIRT,

EHERIERIE grounding 4 OREHRAVGE RIS,
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Mask Decoder
T Bb 10X T
ll-lllDD@DaD@D G
Qwen3 LM Dense/MoE Decoder e
A v
(Frslies |
Vision [ Tokenizer ]
# Encoder

[E |
= .|| Locate and segment every ["bbax_24" [142. 128, 300, 477], "labet"-
[ instance that belongs to the . - R e (
L | following categories _ {"bbax_2d": 308, 3, 534, 411], kel
o 4 “person®, report bbox coordinates. “parson®, “mask”
s and masks in JSON format. “emask_start>amask_token>emask_end>"}]

Figure 1: Overview of the Qwen3-VL-Seg architecture.

FERR

o IEANLMSEE: 1§ MLLM FRNASAFAEIEA BN grounding RIZEHE5EIE", BEMRAGEESEl, T8
MABHL ETEE RS RTERIZ,

o SHEH. TFE SAM: LUIZER box-guided mask fFIIZEEMLRT Segment Anything Z4MNERHSEIERY
EERE, BERRIMERESHBEFHE.

o ZHHIBISHHT: RIDSENZRETEFHEEIN. TE-ENEFEESES I SNELIFHERGEME, 8
WERESIRAR,

° HRAAMMBIENSE: TRAZIRNEAESHRIEA grounding ZESIHEGRXE, 5r4MIE MLLM (X

HIETIEAL TR, YMELSHERZ N IR ARZE,

EE S

Paper: https://arxiv.org/pdf/2605.07141



https://arxiv.org/pdf/2605.07141
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LLaVA-UHD v4: What Makes Efficient Visual Encoding in MLLMs?

HEHH
2026-05-09
LLaVA-UHD v4: What Makes Efficient Visual
Encoding in MLLMs?
Kechen Fang! Yihua Qin' Chongyi Wang? Wenshuo Ma> Tianyu Yu! Yuan Yao'*
!Tsinghua University 2ModelBest
REHE

iR, TEHAESSPEREGRMAREHRE . SRIERMEEEXA"2E%3 (global encoding) + VIiT f5
[£48 (post-ViT compression) ": £FRIBEF4BE token F5, MEEHENET(ET token FERLZEY

FoEdE VIT BN RITERITTHE. AXMANMEREFRFENIX—RE—RIERIBSWE token £48.

B, ZELRERE, EFR (slice-based) HIRIBESNEE LILTLBERB, RN TRNERA, &
YR ERE EEME B e et g BiEENEam. X, /EBRE"VIT NEREHIESE (intra-ViT early
compression) ", £ ViT XEM4ER token &, NMAIEFEMIEIRIZEY FLOPs ERTERIF FHFILERE.

B intra-ViT ERESHETAAVRDIESE, (EERY LLaVA-UHD vA——HMEBES D PR,

= EEEE (compute-controllable) AIMTESRADEZE. B IR, OCR, HFHESER VQA
KSR EE L, E/ERE 16x REEMELLT, LLaVA-UHD v4 EECEEHB# VIT [GEERELMEERER,
Bn4mAS FLOPs T 55.8%, ERFIMTRIDSEEDIEATHE MIFEaeaIaHE FXIBRT, hes

DR MLLM BT —FLAmRIt AR, £EENESBRATA.
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() Previous Works (b) LLaVA-UHD va

Global Encoding

(¢) Structure of Compressor

\ Compressor
Transformer Block Transformer Block o o
[=lal=]=]s]=]=]s]=[s]=]
oop0ooooE0E0@EoEg /.- v
v v e
Vision Transtormer ¥ T wr compressor ¥ \EEVEEN TS
: : Groups I | |
A oo : B
. I [(ax compressor | | v
Transformer Block ' P S
\_ EOO0E_ )= = S NI)= = S Na])s)
,,,,,,, . 0opEnnpenonoen,
v v v v
M UETEITIEIE TS Window Self-Attention & FFN
H nenE v v v
: . |TBEEDEEEDEED,
ALt Transformer Block v * M
FIs[a] ] Pixel Unshuflle & MLP )
v v v
- o o

Figure 1: Comparison of high-resolution MLLM encoding paradigms. (a) Previous works feed
the full image into the ViT under global encoding and reduce visual tokens only at the post-ViT
connector. (b) Our work, LLaVA-UHD v4, adopts slice-based encoding and introduces an intra-ViT
compression module D that reduces token count early in the vision encoder. D performs local window
attention followed by pixel unshuffle and MLP-based fusion, enabling later layers to operate on
fewer tokens. Compared to (a), this design substantially lowers ViT-internal compute, supports more
aggressive compression ratios, and incurs nearly no performance loss.

FERR

o EIHMMRHMIBMALERE: N RIZHRIE" S5 token F4"HAHEEL" £BRB + VIT BES"HNERE
1, FEHEEESER token BIFESAIEE XIS iEEIFHE.

® I RwIBINTFEB/BRG: ZELNBRETIRIRIESEE LRIEY, (REBFEMETXIHAIERRILY
EFEFEHEEF.

o ViT AERERHAESDE: £ VIT iXERI4ER token, EEFHENIEHED FLOPs MJLFARKTibrldERE, BE
TR RiE=R RER.

® SHERNRNE: £18F 16x E4atbT, B AR, OCR, #HFHIE, BA VQA FHiE, ILicsiE

HESAIER TSRS FLOPs [ 55.8%, NESHKBEEFTIR.

EE S

Paper: https://arxiv.org/pdf/2605.08985
Github: https://github.com/THUMAI-Lab/LLaVA-UHD-v4
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Thinking with Visual Primitives

Q) deepseck
Thinking with Visual Primitives
Ruijie Lu'?*, Yiyang Ma'*, Xiaokang Chen!*™*, Lingxiao Luo®*, Zhiyu Wul*, Zizheng Pan'",
Xingchao Liul*, Yutong Lin', Hao Li!, Wen Liu!, Zhewen Hao', XiGao!, Shaoheng Niel!,
Yixuan Weil!, Zhenda Xie!, Ting Chen?, Gang Zeng2
!DeepSeek-AI 2Peking University 3Tsinghua University
*: Core contributors }: Project lead
=S
RS

Z1EXH DeepSeek-Al FBARE, #ORE=ERRE (/M point, B5F4E bounding box) #HA"&H/NE
Z855 (minimal units of thought) ", BEZFERNEEAHEESE (chain-of-thought) &, |HERTEHEIRN
BEIRS"BIEIOAR" . ERSATSEETEERGHN ETRRMES A (W DENA"ALEE") | #8S
REEUETFNEREGHREZEERERY, EE—B"Ed"ENNSR, eSS HEEPELISEE
FIEAE—NR—CNFRZ "854 (Reference Gap) ", FHEESUAETEEEMAA"BAISE
(Perception Gap) "BBMX SO H. MEEITIERAREX—BAMRIT: BEKEREETT—LRIE
<[box[> (RTREMESRIEEEWIF) MR <|point|> (BTEMRAVZAESIA, WXSHREIND
SHIRIBIRERTR) | BTN LS R BT ORI EPERIR N R, AP EREEEEEGIIER AR
FTARERS. ZIELL DeepSeek #&7IY V4-Flash fERIBESET (RS%EY 284B. HIEITEGEL 13B

AY Mok &) , RmBRAEH. SHIFHEESHERBAR VIT, FBiY 3x3 TEELES V4-Flash BE

RGN ERS] (CSA) SEHURERIMR token [E45——3F 800x800 MABGIE KV EEFH{UREL
90 NMRE, MEEETHET HHEEE HRSASRM, BARMREXItR GPT-54, 18X HBEERGERAD

KIRFIS=EBR (ERNBiR. BEED. EHPORSEAETR TETAS IR BEH) .
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Language Response with Visual Primitives Pretraining

De-Tokenizer .l,
.[ Specialized SFT
DeepSeek-V4-Flash Specialized RL
T T Unified RFT
DeepSeek-ViT Text Tokenizer l
Image Language Instruct On-Policy Distillation
(a) Architecture (b) Training Pipeline

Figure 2 | Model architecture and training pipeline. Developed upon the DeepSeek-V4-Flash [3],
our model acquires foundational visual primitive generation capabilities during the pretraining
phase. This is followed by a post-training stage employing an expert-wise specialization and
consolidation paradigm. Best viewed on screen.

FERR

o MTETA"BEHT": FRESUFERANRNEZBTTHRRAAREEE, RIOAR BFERE/MEEE

"By point-to-reason IAFIST, EHMRIES BUEHEERIEIIEATR,

o iR HARE BANEE": X TUERNT EEEE NRAISATIE, AERE EEERE", HRE
B SRR E— IR SRIE BRI

o FXETIZIT: <[box|> LEFBRMESRIAMWIK, <|point|> LEBXEIHNIT, HLBERSFMSRTESI

F, AR "SR TR EEFRY R,

o {REMRK token E48 + 3@ETF: ET 284B/13B BiEHY MoE 1REL V4-Flash, EcEBERDHER

VIT, 3x3 =Z[aE4sS CSA, XF 800800 Elfg KV EFREY 90 FEMRFMNRITHETEHERMRE, 4

BEXIHR GPT-5.4, IHEXERMAED R

K HEE

Paper: https://www.alphaxiv.org/abs/visual-primitives



https://www.alphaxiv.org/abs/visual-primitives

18

® g3\

NanoResearch: Co-Evolving Skills, Memory, and Policy for Personalized Research Automation
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[l

1
il

i AN LW ORE 9 8w
Open h) atalLa b Shanghai Artificial ImelliZencc Laboratory

NanoResearch: Co-Evolving Skills, Memory, and Policy for

Personalized Research Automation

Jinhang Xu'!, Qiyuan Zhu''?, Yujun Wu'!?, Zirui Wang''*, Dongxu Zhang'!'°, Marcia
Tian®, Yiling Duan!, Siyuan Li%, Jingxuan Wei!, Sirui Han*?, Yike Guo*2, Odin Zhang*?,
Conghui He*!, Cheng Tan™!

lSha_ngha_i Artificial Intelligence Laboratory, 2The chﬁg Kong University of Science and
Technology, 3Pcking University, 4Zhr:jiang University, ”Xi‘an Jiaotong University, ®East China
University of Science and Technology, 7The Chinese University of Hong Kong

AEE
ZICNEEH LBATERELRE BAEAREK. bR K. BARRA. HRET. F8HhNAFESE) &k,

DERMECRIT B NS EREESR. (FEEH, LLM GRS ERERR

24 NanoResearch
FREBNUMNEBENC N EFNTERIRE, B—MERNEEERER: "EBsL (automation for

AEAREREFRANTREE. FEFREFSEFHEN, — M oYK, FHTR—

whom) ? "
FENRFSRGIE SHF AR, B MUERAEMNCELETBEER. ELMMEL, FEIE
RFFTRZMN=FEE: BEIMERETERNEFERIR. BRIEREBFRFESR. URAHIRLHELER
R AIBRElimiF. 9t NanoResearch 1Bid"=EWEHM (tri-level co-evolution) "MLARRR: 28
(skill bank) #REHMAURERBAHRZ, TEESRORERMMN, iCIZER (memory) 4HFHEFS
MESENRY, ERKRFFUIRTEURAFIRALE, TiREaIREFS (label-free policy learning)
BB RIRIREICAXIRKIZE (planner) ASASEEST, NMELELNNETA. =EEERE.
R BTEERIREE-EEFERIICIZ, BFEANCIZHEREFAINL, (RFAENRFEEEEAN RIS TTE
BHFAF., KBLI6XE, NanoResearch fHLY SOTA K9 Al RHFRARVEREIRTT, FHEUDESESIIEN

PLERAAZEEBAEE. F BRI,
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Identical inputs Standardized Processing Generic Evaluation Similar Outputs Uniform Results
K ! 3 H ) K ! K ! E
0 i : { et pd bl | i
m ; m B 8 B e
Yy = lotoico s-‘i% %%
AN 700 700) TU S N L
(a) A Uniform pipeline for all.
Rigorot i .
Exgpﬂrimn to 2 ,.'3fc _ : o Gl Bxperimen "’ ’ controlled
- = J F n
roducibili » a 2
F‘ﬂg zchmmts i 5 @ Vod Yoo ‘k‘;f g, et
Pt d e 3
1 @) seed & stats @ Gd N o 1. 7 | fair comparison
oExplaruhry NanoResearch o Exploratery Researcl her
R “ novel
Novel Tdeas P v 1}
{ Y Mechanisms e Toal ] mechanist
TR Open Questions r”‘*mf:‘ L3 v, Wiy
- u wiJo N & i h nsight-driven
Pragmatic P tic Submitte:
Submitter ° regmatic Submier imple
“Clear Ablations -y wa o §
¥ Strong Results . _,f \",35" LY clear ablations
E eadline Aware Qj @é . ) submission-ready
AN ) ,

(b) NanoResearch adapts to distinct researcher personas.

Figure 1: Comparison between (a) a uniform research automation pipeline that applies identical
processing to all users and yields homogeneous outputs, and (b) NanoResearch, which recognizes
distinct researcher personas and provides personalized skills and feedback upon failure, enabling each
persona to evolve along its own trajectory.

FERR

o R "iERENME IR B MEWHRI AR EMCEIET BRIRHE, HNARARERNSEIR. ik
(RiF St ERHTER, MiFFR—E

o =EMRMMUIESR: XeEE (TERERMENN) | iCiZ2ER (BFR/HMBRK) . TrEREES (kiR
—MYIRRSEEN) —EREREHE. KR,

o TIRERIFAN: KEBFIRIRERAATIHRRIIFASEEH, TERRNBIAZREWES AR @
IR (RIS, ERCEEEERE) .

o SHIRM=TIRA: MERHAERFRIERERERED, LB ZEL T HENHT, SCIRESIE.
Z LM ERZR FIRIEREMNTINERER,

EE S

Paper: https://arxiv.org/pdf/2605.10813
Github: https://github.com/OpenRaiser/NanoResearch
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@ Qwen

Qwen-Image-2.0 Technical Report

Owen Team

REHHE

IZRAIRSHMEEE Qwen HBAAT, 2 Qwen-Image-2.0——— MER—IERNSG—SIREEIRER
SEHEIGIRERN"£88. (omni-capable) "EHSAMERIERE, (FEIEY, REBGEMAHHERE, W
BREEMEERXYAER. SESHR. SHPEEL. RIESTCERUNSIEESFMERNFEAE, TTEHE
NAZEMEESZMIFEET. Qwen-Image-2.0 BT Qwen3-V0L fEAKRMAIRIEES (condition encoder)
S5—S1ESY H Transformer (Multimodal Diffusion Transformer) &, #7544 BimHIEASEIE,
FHUUAESIE AR SEFMCAISIER)IGME, WMAERRERIEEN SRIEENINRI B @ AISES
IR, BREXRRIK 1Ktoken MUIES, ATRATERLTH. Bk, EEE. BESNAZEENS, HEE
BRI TSESNAREESHIRRE. ELIENEL, REKETZIENH: RAERERN VAE (&
MNEGELEM 16 ETRE, REHTTREE 8 FERENME) , FBEILBBERERE (Global Skip
Connections) 5¥ REBBIE. BN ITFRIGKIF SR T RAVATIREK, EREREIR transformer 7
SINGEIAFRR BAEEMANERER, BERSHNG 40 SEHFRN 4 £, KIERM)IGS5H

ELYE
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Y, Qwen-Image-2.0
I Qwen-Image-2.0 Block l
i XL
I Qwen-Image-2.0 Block l
EEEEEN HEEEEEN H EEEEEN
]
i quemwt | —»@«%
Noise
““VAE Encoder “VAE Encoder
t ! f A A
Comprehend and REpEmimie
analyze the “ﬁ&oxgtrees
IS EL Fesi 1 phoenix trees. 4
System prompt Input image User prompt Input image Target image

Figure 8: Overview of the Qwen-Image-2.0 architecture. The model adopts a MMDiT architecture, with
input representations provided by a frozen Qwen3-VL and a VAE encoder. It uses RMSNorm (Zhang
&Sennrich, 2019) for QK-Norm, while all other normalization layers use LayerNorm. The unified stream,
comprising both text and image modalities, employs the joint positional calculation with MSRoPE
encoding introduced in Qwen-Image (Wu et al., 2025). SwiGLU is adopted as the non-linear activation
function in the MLP layers to improve expressivity and enhance training stability.

FE

ot

AN )

® ESHIBR—ISEEMIRE: TR—ERNFE—SREEGEMSHEREIRRE, FHINERMANER.
ZIESHHR. SOPHRELEFRERASMAL.

® Qwen3-VL + ZAESEH B Transformer:L L Qwen3-V0L {EAEERIEESZIEESY B Transformer BX

BEERMSER, REBSIESERSRIEENIRIERE

o WABKRBAREN: IFRK 1Ktoken 5¢, BRI R, Bk, BERE. BEFNAEZERE, S8
SXMREESHREZRTT.
o B4 VAE SEMIEE: KA 16 FTEITREFISESE VAE, IREG2REKiERE. T REBESIENX

XIFERMBATIRK, ENSEEBL 40 LEELD 4 £, KIERF)IGSHEERER

K HEE

Paper: https://arxiv.org/pdf/2605.10730
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X-OmniClaw Technical Report: A Unified Mobile Agent for Multimodal Understanding and Interaction
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# X-OmniClaw

X-OmniClaw Technical Report: A Unified Mobile Agent for
Multimodal Understanding and Interaction

Xiaoming Ren, Ru Zhen, Chao Li, Yang Song, Qiuxia Hou, Yanhao Zhangf*, Peng Liu,
Qi Qi, Quanlong Zheng, Qi Wu, Zhenyi Liao, Bingiang Pan, Haobo Ji, Haonan Lu*

{renxiaomingl, zhenrul, zhangyanhao, luhaonan}@oppo.com
Multi-X Team, OPPO AI Center

O https://github.com/OPPO-Mente-Lab/X-OmniClaw
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ABE

ZFARIRER OPPO Al Center 9 Multi-X HBAKT, 1BHE X-OmniClaw———/NEE Android 43,
AT SESIBR ST ENG—EIRERUR, = OpenClaw KEEL, FEISHTIIIEERBLEESR. it
RRERNBTHENAS AT KGR, X-OmniClaw BN (Perception) —iE2fZ (Memory) —fT
] (Action) =AI—AESR—2819, EEREAREB LIS ENBERARE N TR ERNIBHES. BAMmS: Omni
Perception IBH—RIZIESHANEZ, BE Ul K& EXHFAURBRSESHA, FHEEIITEXITHE
B ERHASER D MR AEI IS IESERZERTR, Omni Memory BISSESICIZIHURTME(LESRE, BAT
ESIEEMRIEITE TR CIZ S NSRBI KA D AICIZEE S TN E BRI S MR E;
Omni Action RFE& grounding FE, B4 XML TR SR BEIRESSTIRESTE, FHiE
17952 (Behavior Cloning) SHUZEIEY (Trajectory Replay) iBRFHISIERI IR RIS RRIEE,
MIISEIASHRIY " EAR "H11T. EIRSFEIER, X-OmniClaw BEXREHAR NS/ ME-HE-H
1TAER . SeRABRESRES LS AR, Bt F—2HMEE, REEARF Android sHEC
fritiT, BIMEEEEESTAEERLL, FONFRE (edge-native) AY Android ERER, BRI

WINE, TERIETTYE Android RELE. SRERER, X-OmniClaw BEBTURFARENESIES T

mif

1.



X-OmniClaw Local Engine — Your Devices, Your Driver

Omni Action

Figure 1: Overall system structure of X-OmniClaw.

FERR

® FAN-i2IZ-1FEhH—2E24: 45 Omni Perception. Omni Memory. Omni Action =AtEtRG—1E— 28
1A, ERRnE AR S S BIRRRIRE KT ERES.

® F—ZHEBAMAL: Omni Perception BE& Ul R, ELHFRMESIEEHAN, EBRTEXITHERE
[RIREIER NI SRS EERTR.

® WEICIZEENAME: Omni Memory BIE{TEITFICIZ ((ESSEEEE) SAAEIRRBIHKEAITAIC
IS, TMEE M SBIRRAIRE.,

® iB& grounding + BEEEM: OmniAction BISZEMA XML JTEUESMmBAISCIIRa@R(E, HEd
1T RESHEERGERFR STEATTSREkEE, STRHRHEIAHT.

o MFFEE, BIETT: LI'ME-HEHE-HUT S/NTMNRERE, THREMNE, BEESFETYE Android

RE, BARBEMRSESTEML.
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Paper: https://arxiv.org/pdf/2605.05765
Github: https://github.com/OPPO-Mente-Lab/X-OmniClaw
Project: https://eggplant95.github.io/X-OmniClaw-Page
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SenseNova-U1: Unifying Multimodal Understanding and Generation with NEO-unify Architecture

HHA

2026-05-12

B, =700

M sense

SenseNova-Ul: Unifying Multimodal Understanding and
Generation with NEO-unify Architecture



https://arxiv.org/pdf/2605.05765
https://github.com/OPPO-Mente-Lab/X-OmniClaw
https://eggplant95.github.io/X-OmniClaw-Page

ABE

IZIEX Az BEFT" (SenseNova, BXE Light-Al) HBARRHE SenseNova-U1, EF NEO-unify 2844,

SEFIRSRIIIESER (VM) IR SERREIR AR NIRRT SEREEER L. REKELSE
EZSEENIVEHIMERRE. YEEIAS, XM IER-ER — oo BHIERAN TIE=Y), MIEEERESESS
REBIAVRA SIS, Altk, SenseNova-Ul RRE—FRESZ—NSESER: BERSERENAAE—
EESEORMIENA, . hERME, EROBBREREEGRSNA LT, TRMAIKER
PERRE Y BYmASRE (VAE) XKHERRIDIER, NMBRERITERERINEERIRK. BRSENIR
SREREIA—EUAR NIRRT EIA0RE,; EREPD TR RTEERARE (flow matching) HELE 32x MRE
48, NASEUGEHRZMN transformer EFRF—E, HEHRNRES 0K ETHZ 8B HEE
#49 SenseNova-U1-8B-MoT, LAKETF MoE (30B-A3B) IEfiBEZAY SenseNova-U1-A3B-MoT, —&
WRARE MoT (Mixture-of-Transformers) 283, LIS BHIEESMSIESBIRZBIMEET.
SOIF b, SenseNova-U1 7EXAIERfR, MIIIESRGAN. MRS, SRS a8eSHEI SRR’
AIERVIM LR, RRNEEMN. MIREESNAEESLZHR TUIREBRERSTIEG (X21) Eaxitse;
EEGHEREEL, SEH 8B-MoT RA#BIE Qwen-lmage, BAGEL, FLUX.1-Kontext, OmniGen &
B, IOXEATF TIHEMEEERNGTT. SUETANE. TG/ a4 SRR, HISENERENRES-

aE (VLA) SHFEEE (WM) 3ETHED, Ba" REABEESZEE, MEURESXBESE

ST BRI,
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- Understanding

Text Understanding

QOCR, Doc Parsing,
Chart/Table QA

Vision-Language
Understanding

VQA, Grounding, Multi-
image, Reasoning

Knowledge Reasoning

Commonsense, Math,
Scientific Reasoning

Agentic Decision

Tool Use, Planning,
Multistep Interaction

Spatial Intelligence
3D Reasoning, Map,

Native Unified Multimodal Understanding and Generation

One-for-All Architecture ! Native Pixel-Text Inputs ! No VEs! No VAEs !

EEEOHD | fln |

[ Word - Emb Decoding [ Patch - Emb Decoding
t t f t 1 T t t t ¢t ¢t ¢t

—

SenseNova-Ul

The First End-to-End Unified Multimodal Paradigm with NEQ-unify Architecture

1+ t 1t % 4 4 ¢+ 1 4+ ¢ t t t 1 t ¢t
[ Patch - Emb Encoding ][ Word - Emb Encoding ][ Patch - Emb Encoding ]

<R | | EEEOE0 DR -
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Generation

Image Synthesis

Realistic, Artistic,
Knowledge-intensive

Image Editing

Style Transfer, remove,
Composition Control

Infographic Synthesis

Text-rich, Diagrams,
Complex Charts

Interleaved V+L
Geneartion

Think Patterns,
Interleaved Content

Unified Reasoning

7 Uni-MMMU, RealUnify,

Visual-centric VBVR

Geometry, Navigation

>0 Unified Und. & Gen.
One Architecture

No VEs. No VAEs.

SenseNova-U1 End-to-End
No Latent Bottleneck

A3B MoT Native Pixels & Text

il Scalable MoT
High Efficiency

SenseNova-U1
8B MoT

¢ S FO B WD

R

Figure 3 Overview of SenseNova-Ul. With extremely lightweight encoding and decoding interfaces, SenseNova-U1 enables
efficient and deeply correlated pixel-word correspondence within a single end-to-end architecture. As a native unified multimodal
paradigm, it jointly supports diverse application scenarios, including perception, synthesis, and interleaved vision-language generation.

FERR

o REHF—SESEN: EF NEO-unify, BIERSERIFAR—RESENHEMABSE—E, FTHIE5H
VLM IEfR/4 T BHEEHARRE.

® T VAE, EIMBISRSNS: HrRIMiimiDes 5o BYRmDes, A= transformer EFRERL
BGEREXA, HMEEIRIFHEE A -EIG—EE,

®R4E MoT EMEWMRIFIRE: #H 8 MHES A3B (30B-A3B MoE) BANEK, KA
Mixture-of-Transformers 34 RAFHESIESBRETH, NELL Apache 2.0 FHiR.

o IBRSHMTIE: T ATER. MATRRE]. AIRHEER, ZRURR. A8 LILETRAMERE VLM, &
RTAARCE + 32x [E4ESCINGE X2| £pk, ERImIE LB Qwen-Image. BAGEL, FLUX.1-Kontext,
OmniGen,

® [ VLA SHFSEREEH: Y5 BMENR-ES-sESHFRIEEZSNEN, EREESRERES

TS —ERHEEL IR,
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Paper: https://arxiv.org/pdf/2605.12500
Github: https://github.com/OpenSenseNova/SenseNova-U1l
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Al for Auto-Research: Roadmap & User Guide

Lingdong Kong*, Xian Sun®, Wei Chow™, Linfeng Li, Kevin Qinghong Lin, Xuan Billy Zhang, Song Wang,
Rong Li, Qing Wu, Wei Gao, Yingshuo Wang, Shaoyuan Xie, Jiachen Liu, Leigang Qu, Shijie Li,
Lai Xing Ng, Benoit R. Cottereau, Ziwei Liu, Tat-Seng Chua, Wei Tsang Ooi

Awesome AI Auto-Research Team
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AEHHE

ZICNE—REmEmE"Al BaERER (Al Auto-Research) "HI4RA 5S8R, B Lingdong Kong. Xian Sun,
Ziwei Liu, Tat-Seng Chua % (worldbench HIfA) #E, {F&iEH, Al HEAREABE—ERS: £
BaIRARIEER—RHARICXHRATREL 15 5T, KESEAUBEERD AN ANTHIITIR,. 85

FRARMURITITE, AMX—E~ O REHEREAORERE—ERAEDT, BERANS LLM 13

RIREER. BRfeERR, FFEMEL TSN, IS UAEE 2026 F 4 BROHEAHATSEE, XJ Al
TER R B AR P ERH TIREE DT, BEBFAINMARISHER (four epistemological phases)
S\ (eightstages) : 1) €li& (Creation) : REEEM. XELRA, MBSER. EFRHUE: 2)
BS{E (Writing) : LU EEtzL,; 3) 1IE (Validation) : B1EE{TIFEH. RIESIELT (rebuttal & revision);
4) f&i%& (Dissemination) : BISIEAMAIBIR. TITH. PR, #3EA. IEERARIRER"EXE
BEMR". 1EMECE AR 1 "SEEeBB(FFA (Practitioner's Playbook) ", 133 8 NMAFRMEIZ—EH " "AIRIT
& Al/ RIATIRE / KX REN (BEFZEX5 250+ FieN) . FEEBAXTIESERHE Al H
BNtAR TREAIGRSRESER, MAFEKUSBICEASRIFHT: SRRARAGR. BE. RO, T,

IPEZRSERS A ERATE, MFE. @R 0 BEESHTPMEARER, FHEHARENREE
LHEE (W ResearchCodeBench) {X 37-39% RRINER, imEFE SWE-Bench SEiEz{ILEiEfE F4

80% HIFRIL,
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Figure 1 Al auto-research across the complete lifecycle. We organize Al assistance into four phases and eight stages:
!creation spans idea generation, literature review, coding & experiments, and tables & figures; 2Writing centers on
paper writing; *Validation includes peer review and rebuttal & revision; and *Dissemination transforms papers into
posters, slides, videos, social media, project pages, and interactive paper agents.

FERR

o ERHALERAIRER S Al ENRFAL A" CIE-SIE-KIE-(E1E" TUMER. /\IRTIRISSEEIELE,
RFTIEEZE 2026 F 4 BHOHE.

o EFENRIBSHERIHE: BHEBNRACEA 15 So/REMKIE, EfG LM ZEA™MIS
RGER. WOEIR. WAFEYE, OERPDRERE.

® EREIREFM: H 8 MARMRE—RNE TEE / MIRE / XEXK", EFZELI0S 250+ Hie
3, EHEERERIANSD TR,

o BAARSEARTEN: TKER, BE. RO, K. IFETS. EETEE Al mHET. B
IF. BEMNEALMAS; FHLL ResearchCodeBench 37-39% vs SWE-Bench ~80% 1B <HAZRILAZEE

RYESLETR,
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Paper: https://arxiv.org/pdf/2605.18661

Github: https://github.com/worldbench/awesome-ai-auto-research

Project: https://worldbench.github.io/awesome-ai-auto-research
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I ILLINOIS (X Meta Stanford

University

Code as Agent Harness

O TowARD EXECUTABLE, VERIFIABLE, AND STATEFUL AGENT SYSTEMS {
Xuying Ning!?  Katherine Tieu't  Dongqi Fu’f  Tianxin Wei't  Zihao Li't
Jiaru Zou® Mengting Ai'  Zhining Liu' Ting-WeiLi' Lingjie Chen! Yanjun Zhao'
BingxuanLi' Cheng Qian' GaotangLi' XiaoLin' ZhichenZeng! Ruizhong Qiu'
Yifan Sun'  Xiyuan Yang' Ruida Wang' RuiPan' Chenyuan Yang' Dylan Zhang'
Zikun Cui”’ Yang Cao’> Pan Chen’ Dorothy Sun’> Ren Chen’

Mahesh Srinivasan?  Nipun Mathur’  Yinglong Xia> Hong Li”
PanLu® Lingming Zhang ! Tong Zhang! Hanghang Tong!

ElUniversity of Illinois Urbana-Champaign ~ “*Meta $3Stanford University

* Core Contributor, Corresponding Author
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AEHE

iZIE3EH UIUC, Stanford, Meta FEHIMARERSRENGA, ITHXNESEE (LLM) EENRER
2E|CERIG TIENSXESHRIMEANNBERSERED. E3UEH, EXERrRES, K
IBABUYE BfrEl", MEERESIFTSEAHTEE. 173). NEEESETHITRIGIERN BEE
J& (operational substrate) ", {FEIBEII "EaeAINE (agent harness) "X—MFARZIEIX—%Z, FHEH
"Code as Agent Harness ({XABBIEEREMINS) "SR — W m——LUMUEBIE S REAERLIRIERIZD . KABME
FERISESINEZ BEARED: BREERRHEN AT, TR, BRSNS, (HEETEaTH
17, 1TaRERE. INBIRSEEIOM, FHERNERBEIMEARIIETE, ETHERE. fFSKEE. H
ITHIDES TR RIE SIEGT RS R, SARBESR=MEIEXBHNERER: F—, 45=E0 (harness
interface) —UIBANTISEREMNERZIEE. 1TaI5IREERE, 5, SMEHlE (harness mechanisms)
—EEHTERITAINK). ICIZETRER, LIREIINTTE. BENAIRRIRTHEFISHL, £=, <Y
#F& (scaling the harness) — NBREBARSGY REIZEMAR, LRI IASIESERRAN.
ITPERSWIE, CXEERIBEIF. GUI/OS Balt. ESERKA. RIFERIM. MELSHEZ. DevOps, il
TERSENRMITESHA, FHEHINSTENE TP Bl SRLESRINE"IHhE, EATERR

THISGIE. FTEIRAISNGHIH, ZSERANE—ERIHZRTE, URREXBEIHFRIARGEES.
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Code as Agent Harness Infrastructure

> Externalize inference » Interacts with tools > Program states

> di ing > bodied robots > Execution traces - .
AlAgent(s) | Feedback . > Verify by execution > Code to actions > Collect & verify ] Verification > gxternal

RO | CQ Inspectable )C@ Executable )C ;\ Stateful ) Environment

— o _
Cods oy / Harness o Harness\ / & Agomt Role Taxonomy \
— Planning Memory 5 EE..@. @ %ﬂ
2 .
© i Z > Pre-run decomposition > Track states chain & = = B =
& ;:i:‘t:::l: > Runtime adjustment experience reuse Program synthesis/understanding, verification, planning —
e > Linear/Structural > Working memory -
Track s > Single/Multi-agent > Long-term memory &) E mmj -
5 g3
:t:?;i'::: 909‘7 : ) ® Centralized  Streamlined”
v * Tool Search ©op [ lterative el ;
& Usage [<5> h\ Debug ! =) E
- 2 9 b e '
o | > Tool search & selection > Static analysis ;& ) @ © ool
— Execution > Tool creation > Runtime error feedback " ‘::'::"i’n': e Shared Distributed
Code for - > Context-aware » Test-based execution Interaction Harness Workflow
( Environment > Code for (Acting) Orchestration > Human-in-loop Modes Infra . Topology -
Harness Interface (>§Sec. 2) / Harness Mechanisms (>§Sec. 3) -/ Scaling the Harness ([>§Sec. 4) /

((—Cnde Assistants ) ( GUI/OS Agents ) (St:ientific Discovery) ( Personalization ) ( Embodied Agents )\

%> Repository state %> DOM stat % Hypothesis %> User stat % Skill library

0 0 > Test feedback ——— > Action APls » Experiment » Preference memory — 7 Robot control
g(/) > Code editing %> Visual grounding % » Simulation loop > Feedback loop > Affordance ground

8

&

g » PR workflow » Ul memory » Data analysis F » Adaptive policy » Simulator feedback
> Shared repo > Execute checks > Lab automation > Long-term profile > Lifelong skills
k Emerging Fields and Open Problems (I>§Section 5) j

Figure 1: Taxonomy of code as agent harness.
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Paper: https://arxiv.org/pdf/2605.18747
Github: https://github.com/YennNing/Awesome-Code-as-Agent-Harness-Papers
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Harnessing LLM Agents with Skill Programs (HASP)

HHA
2026-05-18
Harnessing LILM Agents with Skill Programs
Hongjun Liu!, Yifei Ming2, Shafiq Joty?, Chen Zhao'
'New York University, ?Salesforce Al Research,
AEHE

IZICNHALIKRES Salesforce Al Research (Hongjun Liu, Yifei Ming. Shafiq Joty, Chen Zhao) #2&H
HASP (Harnessing LLM Agents with Skill Programs) . 3 LLM 8RB EMNSFEI G SRR
B8, ERANXIER. RKIEESHI—FRTEATIRIGE, (BXE" 21030 EERRISANAMNES (textual
guidance) , {REFENME, REXT A" LR "SI FEEREARIE P T RIS, EmE# LM
BREMRBEE. NIREX—EIR, HASP BHRBEMNENBINAENFRATHRITR "FEFERE (Program
Functions, PF) ", PF ZEXMaTHfTHY"$F42 (guardrails) ": BIWEZHERPIRGS LA, FRIEKT—
SIFEGEANMIER LY. BAAMS, —4 PF AW ERTSEZIE: should activate(step_context,
action_type, arg) — bool RIEHFIESEMRSSIRE T —EIMEHIMNZIEERBIEX. BEMMA (IR
FHEEME. REBAER LLM) ; intervene(..) MITEMASIESENESSEN E ™. HASP SE#RL, AT
AT=fres: EHEENERNERAEREHITTM (inference-time) . fE/FYII%: (post-training) BEGR
HEEMMLIRE, SBTEEBUHE (self-improvement) —BIEHAIIE, HUMERFEILHY PF, SCUE L,

HASP 7EWTUEER. HFHEE. mIBSFSMES LEERFHNELEISEERET.



Existing Skill Prompting: Skills as Passive Text

Our Method: Harnessing LLM Agents with Skill Programs

o Skills Injected into Prompt

@  What UK label was bought by the major broadcaster based in New York
that is not ABC and did not broadcast Highway to Heaven?

Retrieved Skill 1: Do not finalize before verifying evidence
Retrieved Skill 2: Search broadly before committing

9 Reasoning acknowledges skills, but action mismatches

l‘ ”
oy
m F Final Answer

Ignore
e Core Limitations

I should verify >
evidence first....
Skills

(b) Advisory Guidance

When/How
Unspecified

(c) Weak Policy Control

No Reliable
Control

Expressed in

(a) Textual Skills
Language

o Transform skills into PFs
Skill Library

Program Functions (PFs)
<f> should_activate()
<[> intervention()

<[>

emit_signals()

Action override
9 Structured intervention signals

Context injection

@) :
A e Timing % Mode Correctness -Ill Outcome

Signals support two downstream paths

(a) Policy Internalization
SFT / RS / Distillation

Summarize > Filter 2 Update skills

(b) Self-Improving PF Evolution }

PFs intervene directly in action space and expose structured supervision for learning.

Figure 1: From prompted skills to executable state—action intervention functions. Unlike prompted
skills, HASP represents skills as Program Functions (PFs) that activate on runtime states, intervene
through action modification or context injection, and support training and validated skill evolution.

E Query g

ﬁf Trained Policy g

) S S —— N P —— )
& Toolkit K f Turn 1 L Turn 2 | | Turn T i PF-derived o Policy Internalization J
| Policy /Planner | | Policy/Planner | | Policy / Planner Signal SFT /RS / OPD
N _—
Skill Library ! action a; | | action a; | | actiona; | Timing
M . PFintervention | | PFintervention | . PFintervention | Mode 959|f_|mpmving PF Evolution
| Action | Context —T7 Action | Context —» - | Action | Context ——————— . )
@ Teacher > override Linjection) 1 | 1 | override | injection | © L override | injection | 1 Correctness Failed case » Summarize
a l ¥ |y G 1 ! I : Outcome > Filter > Update
i Executor K Executor I I Executor I
o Current Policy H M ¥ ! ! ! >
1, g ' Verifier ™\ Verifier | | Verifier Final Answer
t |ommmmaaaee ¢ SRS, | SNSRI ]
J
(a) HASP Framework
N optional PF selection
Candidate PFs -
Rist) Teacher | N Signal Post-Training
. T f - Rateaciion finerioop” T ! Extraction (SFT/RS | OPD)
Policy/  Candidate | PF 5 i | (| Observation
State _, planner —y action ~ orcontext . gyecutor—» Verifier —» & =
£ My a ! Intervention . P : {Feedback (timing, mode,
Lo — ,,,,,,,E,f ,,,,,,,,,,,,,,, L,,,, correctness, M
outcome) (r+1)

(b) PF-Guided Rollout at Turnt

Figure 2: Overview of HASP. (a) At inference time, retrieved Program Functions (PFs) guide multi-
turn agent rollouts by modifying actions or injecting context, while emitted signals support policy
internalization and PF evolution. (b) A PF-guided turn converts the policy proposal, intervention,

execution result, and feedback into signals for post-training and skill library update.
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® FRERPRIHITAVIRS-MEFTFIREREY: EERENMRENAZNFR A HITAY Program Functions,
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o PF BIRJTIAEZ: IBEHEMRY should_activate FIRFEIRGRRA. intervene REWTFIR (B TF—
SHFBGENHIELTL) |, BEER"ART/ a0 " S,

° SERRK., B=Me\: TRTHEENERT. &)ISEHEONRE, DIBECHITEIIA PF
LB FHH.
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AutoResearchClaw: Self-Reinforcing Autonomous Research with Human-Al Collaboration

2026-05-19
%ﬁq AutoResearchClaw: Self-Reinforcing
Autonomous Research with Human-Al
Collaboration
JqL , Shi Qiu*!, Mair LthLH nian Ji', Sivei Han', Xinyu Ye', Peng
Xia', Zihan Dong®, Mens gChen Cony ngyu Zhang', Lta:nZhang iming Chen?, Haogin Tu’
quYangLFl ang Zhao HfgCth oul, X: Hang’s.wtg
Zhang', Hon ngtu Zhu ie: 0 Hongliang Feil®, Jiahen, gZhang Linjie Li
Lin J\mZhang vynZhou,ShsngWang , Caiming Xiong'?, James Zou®, Zeyu Zheng’, Chang
Xie?, Mingyu Ding!, Huaxiu Yao
g g M11 Uni. ty 4NUS, °UC Berkeley,
Meta, Stanfo; dU sity, Google,
iu}@cs.unc.edu
=3
ASHEE
ZiEX A Jiagi Liu, Huaxiu Yao Z[HIBA (aiming-lab) 24 AutoResearchClaw———"B i@t

(self-reinforcing) RIZEREMREERHTMKE, (FEISH, BatRIFRINEALL" WEEEMISI " BBARE
B: EXHAREBERN—RESNZSMIAZEBE, TRSABFHEHIES T—RER, fRaEs
BRI RN, A BERHRRRE RS RI R ALK, KR ERAER, TR
RIEDISELE, BFRBEEIE(TIREBAR, AutoResearchClaw WETFTRANSIZ £: 1) LS EEERALHS

(structured multi-agent debate) , B FHRIREMSER DT, 2) BREHNITES (self-healing executor) ,
H Pivot/Refine IRFRMEIHR, BRBENNER, 3) IRIERNERIRS (verifiable result reporting)
Prfmiedi=S540%51/A; 4) AERIEME (human-in-the-loop) , RH#MN ' T2BE"B"BSHE"H
tHTFE; 5) BiEfT#HE (cross-run evolution) |, IS EAERECARFRIIFERE. £8E 25 4
FER. BREESCIGMERRUEE ARC-Bench b, AutoResearchClaw Et Al Scientist v2 B 54.7%., $3d+
MRS AR RS ERISEIORT . ST PRR R EHTIEM. BEXIMRIME, LT =e8x'5S"
EXEMERLE W FRRiE, {EES AutoResearchClaw TERIA"THRIASE (research amplifier) ",

BEEEMAERUCASSEIRI ZF#HT.
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< Phase 1: Discovery

-~ O/* = Phase A — @\ Phase B — Literature ’ Phase C — Knowledge Synthesis &

Research Scoping Discovery Hypothesis Debate
== B 5 = Multi-Source Search - Paper Collection- =  Gap Analysis - Hypothesis Generation - Epistemic Triangulation
Re;learch Topic Irgtlatl)llzatlonn . Domalr!t_[)etectmn - Screening - Knowledge Extraction ° ° °
ea roblem Decomposition = 5 - ) ] Multi-Agent Debate (K=3)
aPXVAP! L Samantic Scholas RRTRERLS Innovator Pragmatist Contrarian
L J
SEmsmessmesss=setE
hase 2: Experimentation -~~~ -~~~ N i Phase 3: Writin
A Phase 2: Experime! ‘ REFINE : PIVOT | : 9
1 1
1
oo 1
Phase D — O Phase E — AIA Phase F — : [__l/ Phase G — @ PhaseH —
Experiment Design Self-Healing Execution Analysis & Decision Paper Writing Finalization & Verification
Code Generation - Sandboxed Docker Execution Statistical Testing - > Outline > Draft > Quality Gate - 4-Layer >
Alignment Check - 3¢ Failure Diagnosis - ™ PROCEED / REFINE / PIVOT Peer Review —> Revision 3¢ Citation Verify - Export i
Resource Planning Iterative Repair & : z Verified T Final Paper
Immutable Harness Optimist Skeptic Methodologist @
Multi-Agent Debate (K=3)
2 Refine x10 Reject - Revise
) 4 4 4

§° Cross-Run Evolution System  Persistent lesson store - Time-decayed weighting (T+,2 = 30d) - Prompt overlay injection into all stages

Figure 1 Overview of the AUTORESEARCHCLAW pipeline. Given a research idea, the system progresses through
three stages: Discovery (scoping, literature search, multi-agent debate for hypothesis generation), Experimentation
(self-healing code execution, result analysis with a second debate panel, and PIvoT/REFINE decisions), and Writing
(drafting, review, revision, four-layer citation verification). Optional human-in-the-loop gates (orange) allow oversight at
key checkpoints. The cross-run evolution system (bottom) injects time-decayed lessons from prior runs into all phases.
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Github: https://github.com/aiming-lab/AutoResearchClaw
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Accelerating scientific discovery with Co-Scientist
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2026-05-19
Accelerating scientific discovery with
Co-Scientist

RSHRE

ZIeX RZ=T {Nature)IEF (DOI: 10.1038/s41586-026-10644-y, Gottweis, Weng, Daryin &, Google),

freE Google AT (EFH) $2HMY Al Co-Scientist IEXIIF), Co-Scientist 2—MEEEF Gemini Z

. BFEIURIFERESRIREMNZERAE Al £5%, SESIRFFRAMESTIRCIFIR : EEERAR

BrSEARFIHERIRMG T, RARHITESLNIIEN. FHEBEEEHRTIHRER. iRt g

I MCEREA AR, AHE. HFFENRIR, ROUHR BIERIRE (idea tournament) "——@igAY

MR SEHARIRIFE ARSI R THERR, FHEBIUHETET B (test-time compute scaling) ARTHE

RERE. REHE—AMFR. BT Gemini RIS MCERMGR, AIAMONETHRE: ERERRK (FREHY

R RSET X EMIEIEIFFRIR) | PRSI (XIEMRIRIRATRIRGY, RERRNSHTESS

miE) . REBEEAK (2 EMRITIFE", NEHE. RESHFREAEMFIEHARIR) . AIFEEK (X

FIRERIAE", RRURSEIFHCHIERE R ENRR) . LIRENERK (k. AaFHERm

FPERBIAHFRERRIR) . IENERE=MEYEFSSPHTIOE : Z9%8FIA (drug repurposing).

FECRARI, LURTVMEDTIZSENSIRER, B, sHNiERams (AML) NESYBFIRIRIESEKE

7iZCHEMEEES IR B B AN SLIRIRIE.



(a)

Scientist

The scientist interacts
with the system by
specifying a research
goal in natural language.
They can also suggest
their own ideas and
proposals, provide
feedback and reviews,
and interact via a chat
interface to guide
Co-Scientist.

‘\—b

Discuss via
chat interface

FERS

o BEF Gemini RIZSEEEBEIFAEE: LI Gemini HEREEATEIMERE U

BigiE, Bin@rEmEiEaREARRIR SRS, MIMESE A

o "IEEIRIRE "R CHE:

Scientist inputs

Research goal

Scientist describes a
research goal along with
preferences, experiment

constraints, and other
attributes.

~ Addidea
Revlew |dea il
Duscuss research -

. Research proposals and

overview

Top-ranked research

hypotheses and proposals

are summarized into a
research overview and
shared with the scientist.

Co-Scientist multi-agent system

and top win-loss patterns

. other agents. This enables

" Researchplan
_configuration

Ranking Agent C

-

Generation Agent
Literature exploration

Reflection Agent
tournaments
FuII rev:ew wnth web search
Research hypotheses S:mu|at|on review :

comparison and ranking
with scientific debate in s
tournaments. Limitations

Tournament rewew

are summarized and Evolution Agent

provided as feedback to

iterative improvement in

quality of research Slmphﬁcapop ereeans
hypothesis generation Research extensuon
creating a

Meta-review Agent

self-improving loop. G

E X

Simulated scientiﬁc debate

» Deep venﬁcation

Insplratlon from other |deas

|
Prox:mity Check Agent

Co-Scientist system design
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AI

Co-Scientist

Co-Scientist
continuously generates,
reviews, debates, and
improves research
hypotheses and
proposals toward the
research goal provided
by the scientist.
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Al agents may be skilled researchers—but not always honest ones

HH
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HOME NEWS ALL NEWS Al AGENTS MAY BE SKILLED RESEARCHERS—BUT NOT ALWAYS HONEST ONES

NEWS  TECHMOLOGY

Al agents may be skilled researchers—but not

always honest ones

Two high-profile tools have been shown to make up data and “p-hack” their results

6 MAY 2026 - 5:00 PM ET - BY NICOLA JONES
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Unit Distance
Problem

An OpenAl model has disproved a central
conjecture in discrete geometry
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The Abstraction Fallacy:
Why AI Can Simulate But Not Instantiate Consciousness
Alexander Lerchner

Disclaimer: The theoretical framework and proofs detailed herein represent the author’s own research and
conclusions. They do not necessarily reflect the official stance, views, or strategic policies of his employer.
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