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Core Context Aware Transformers for Long Context Language Modeling
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Core Context Aware Transformers for Long Context Language Modeling

Yaofo Chen ! Zeng You"'? Shuhai Zhang '3 HaokunLi'? YiruLi' Yaowei Wang?* Mingkui Tan'?33
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Figure 2. llustration of CCA-Attention, which includes two components: 1) Globality-aware pooling module encapsulates the input
tokens X into core tokens C according to the importance (Eqn. (2)). The core tokens C serve as representative proxies of X for attention,
thereby reducing computational costs. 2) Locality-preserving module incorporates the local context from neighboring tokens, acting as
supplement for the globality-aware pooling module. We produce the final output Att by fusing these two modules based on Eqn. (5).
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Paper: https://arxiv.org/pdf/2412.12465
Github: https://github.com/chenyaofo/CCA-Attention
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Demonstrating MuloCo Playground
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2025-02-25
MuJoCo Playground
Kevin Zakka*!, Baruch Tabanpour*:2, Qiayuan Liao*', Mustafa Haiderbhai*3, Samuel Holt**,
Jing Yuan Luo?2, Arthur Allshire!, Erik Freyz, Koushil Sreenath!, Lueder A. Kahrs3,
Carmelo Sferrazza'!, Yuval Tassa’»?, and Pieter Abbeel !
1UC Berkeley 2Google DeepMind 3University of Toronto 4University of Cambridge
*Equal contributions tEqual advising
RERE

AUNET ZEFHRAOVIEEAZSIMELE MuloCo Playground, HETF MIX #35E, STERMEIL 1)I14
RAEHFESE (sim-to-real) RERBIAUE. BEEMWIES . WEERFIIGIAE, AFNE “pip install
playground” BIEJ7EER GPU ERRIE)IZRRRES, SFENERA. AFHERA. RILFWESFSMHTFE
BHEAR sim-to-real T, ZIEZRE MS COCO FEIfE FIGUF T I4RE, BISHBEIEEBIEN KEXLH

(HyperACE) MI£ifiEERE - 91 (FullPAD) 5Bxl, ST SMIEBFIMESENERERRNE, &

HARREIDBERHOSHERE, (BIIREETTR.
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Fig. 1: A cartoon of MuJoCo Playground’s diverse environments that were successfully transferred to real hardware, including Berkeley

Humanoid, Unitree Gol and G1, LEAP hand and Franka Arm.
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o BREBRRERSSTEHF: 2T MIX FRINEFRIER, (XFH GPU RIRJ5TrtRER)I4, XI5
Unitree Go1. {A5AAFANSASERE G, SCMMWREMAZIEGEBARIZHEAR sim-to-real iT#%.

o SRS ERMMIERIN)ISG: BS Madrona GPU #tEE4kes, IBEBENCAIENER. BHESEN
TEt, SEIiRTEmIlToiRER)1Zk, 0 Franka HURMEGRRIUEESE 100% ESCEBERMIIE.

° SRNGSEESZH: RAMMER)IGRE (BMREERLTG, RWREREANE) |, £ Leap F
MBFEERFESS, 7B SEUREREIRIETT 1.5% mAP, HillZEEEEEDHR.
K HEE

Paper: https://www.roboticsproceedings.org/rss21/p020.pdf
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SurveyForge: On the Outline Heuristics, Memory-Driven Generation, and Multi-dimensional Evaluation for

Automated Survey Writing
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SURVEYFORGE: On the Outline Heuristics, Memory-Driven Generation,
and Multi-dimensional Evaluation for Automated Survey Writing

Xiangchao Yan®* Shiyang Feng®** Jiakang Yuan®* Rengiu Xia*<
Bin Wang® Bo Zhang®' Lei Bai* "
*Shanghai Artificial Intelligence Laboratory *Fudan University < Shanghai Jiao Tong University
{zhangbo,bailei}@pjlab.org.cn

BEEICXARMGEXEER, B35 LM £i0EEIC S AKRERIEARNREFS I FERYE 7
TBEEIR, Ak, AFRIEH SurveyForge 1EZR, HIEGBE DT AEKNEEEEHSEIQRIIRITUHAERL
MERAYN, BRAFESMIENCIZPERNEREICN, BaERHNUNERS. I, ALIMLH
iHME, WETES 100 MARESEZEICH SurveyBench, NSE Xk, KNFIABRE=MEETE Al
HERATREEIC, SCIFRAE, SurveyForge AIRIUALTF AutoSurvey FE5caiTAE.
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Figure 2: The overview of SURVEYFORGE. The framework consists of two main stages: Outline Generation
and Content Writing. In the Outline Generation stage, SURVEYFORGE utilizes heuristic learning to generate
well-structured outlines by leveraging topic-relevant literature and structural patterns from existing surveys. In the
Content Writing stage, a memory-driven Scholar Navigation Agent (SANA) retrieves high-quality literature for
each subsection and LLM generates the content of each subsection. Finally, the content is synthesized and refined
into a coherent and comprehensive survey.
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Paper: https://arxiv.org/abs/2503.04629
Github: https://github.com/Alpha-Innovator/SurveyForge?tab=readme-ov-file
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Scaling Vision Pre-Training to 4K Resolution
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2025-03-26 (CVPR 2025 % HiE30)

@2 NVIDIA. 2025-3-26

Scaling Vision Pre-Training to 4K Resolution

Baifeng Shi'?* Boyi Li'? Han Cai? Yao Lu? Sifei Liu? Marco Pavone?
Jan Kautz2 Song Han? Trevor Darrell’ Pavlo Molchanov? Hongxu Yin2

'UC Berkeley 2NVIDIA

ABIRE

ASHEH PS3 (Pre- training with Scale- Selective Scaling) 75i%, BBFE CLIP KUSHRTET) 144
BE 4K DR, miRMES S PEREGRITERM. BB XIS S MNEA L F I D #EL BRI, PS3 7]
IEFEERRAT)E 4K EGRIDes, FETIIZHAY VILA- HD MLLM Ao PRI ES L8R

BERTHRDHHERTIGREL,
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Pre-Training Resolution

SigLIP ;
9 SigLIP Pre-Training SigLIP
PS3
378x378
i ViT t ¢ .
! Pre-Training Cost (4K Res)
L m A street view The red sign SigLIP
= - in the morning. says stop.
1134x1134 |§ CIT if2 12 P. PS3
'_ '-" _l X 3
& b ,‘#
L v il TQ Stop. Accuracy on 4KPro
3780x3780 Qwen2-VL
s Patch
AN ' : VILA-HD
| s Selection VILA-HD
1
i 4% | Inference Latency
- The red sign says stop. / What does select A0
Resolution: 3780 x 3780 What does the red sign say? the red . (3 Qwen2-VL
sign say? X .‘W VILA-HD

Figure 1: Left: Regular vision models such as SigLIP processes images at a low resolution (e.g., 378
x 378 pixels), which is not enough for many daily tasks such as spotting the stop sign while driving.
In contrast, PS3 is able to both encode low-res features and efficiently process high-res information
of 4K-resolution images via top-down patch selection, i.e., selectively processing relevant patches
based on any text prompt. Top Right: SigLIP is pre-trained by contrasting global vision features and
global captions, which is costly for high-resolution images. PS3 is pre-trained with additional contrast
between local high-res features with local captions, enabling pre-training at 4K resolution with 79x
less cost than SigLIP. Bottom Right: VILA-HD with PS3 as the vision encoder is able to select high-res
regions to process based on the user prompt. VILA-HD outperforms state-of-the-art MLLMs such as
Qwen2-VL [93] on the proposed 4KPro benchmark while achieving 2.96 x speedup.

FERR
® Scale- Selective [SERYILLIREE: EEDHPRBMA MOTXREBXEFH TRANLL, BERDITERS

(FHE 79%)

® AK DHEEFIGAIT: ACISSIIE o PERMET)I4, RSB ERRoHERIEEL,

® VILA- HD MRiffi%s: EF PS3 KM ESIRSIEMSEMIESFRARE, SHFERHRTR.
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Paper: https://arxiv.org/abs/2503.19903
Github: https://nvlabs.github.io/PS3/
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Human-like object concept representations emerge naturally in multimodal large language models
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2025-05-02 (Nature Machine Intelligence =xH &30

Human-like object concept representations emerge
naturally in multimodal large language models

Changde Du'-2, Kaicheng Fu'2, Bincheng Wen?, Yi Sun!-2, Jie Peng!-2, Wei Wei!, Ying
Gao', Shengpei Wang!, Chuncheng Zhang', Jinpeng Li*, Shuang Qiu', Le Chang?, and
Huiguang He!?>"

IState Key Laboratory of Brain Cognition and Brain-inspired Intelligence Technology, Institute of Automation,
Chinese Academy of Sciences, Beijing, China

2School of Artificial Intelligence, University of Chinese Academy of Sciences, Beijing, China

3Institute of Neuroscience, State Key Laboratory of Brain Cognition and Brain-Inspired Intelligence Technology,
CAS Center for Excellence in Brain Science and Intelligence Technology, Chinese Academy of Sciences, Shanghai,

China
4School of Automation Science and Engineering, South China University of Technology, Guangzhou, China

>Zhongguancun Academy, Beijing, China
*corresponding author: Huiguang He (huiguang.he@ia.ac.cn)
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b Language-based odd-one-out task

[ »

Large-scale similarity judgements

o
conine mammals ) 2 seasoningor gmish) o mouth)

LLM embedding space

Prompt: Given a triplet n{cbjcc(s{[\] ‘[BT, ICT'},

1A aaes (domesticated Tlama with fong silky fesce ) {|—=
| B: armor (protective covering made of metal and ...) HEEEY

which one in the triplet is the odd-one-out' @ OpenAl’s ChatGPT-3.5,

. C: antclope (ruminant with long legs and homs ) H (4.7 Million trials)

c

Vision-Language-based odd-one-out task Large-scale similarity judgements

MLLM embedding space

Prompt: Which object is the odd-one-out?

MLLM

(@ | Socele's Gemini pro
Vision 1.0

(4.7 Million trials)

d  vision-Langusge-based odd-one-out task  Large-scale similarity judgements

Human embedding space

Prompt: Which object is the odd-one-out? /Q ‘ ' ii i i

—| Crowdsourcing

o OO
4.7 Million trials

SPoSE
modeling
(see panel £.)

f Extract vector
L representations for EI:I. Predicted Chosen
g object riplet
s — W0
SHH &
= _ S0 Sk Error
5 lteratively Lo k Compute proximity for cach pair Hack a5
T S rvim T 2 e

Natural Scenes MRI Dataset (NSD)
Food Vehicle Animal Plant Others

J

Dimension d l
rating recording
Voxel 1
Dimension 1 Radhed
Dimension 2 VNN Voxel2
Dimension 3 Voxel3
Dimension 66 Voxel N

Fig. 1. Schematic diagrams of the experiment and analysis methods. a, THINGS database and examples of object image
with their language descriptions at the bottom. b-d, Pipelines of mental embedding learning under the triplet odd-one-out
paradigm for LLM, MLLM, and humans, respectively. Odd-one-out judgments were collected for approximately 4.7 million
triplets, and modeled using the SPoSE approach to derive the corresponding low-dimensional embedding. e, Examples of
prompts and responses for LLM and MLLM. f, Illustration of the SPoSE modeling approach. g, Illustration of the NSD dataset

Representational Similarity Analysis

Human LLMs

Behavior l Model Voxel
e e pace
N

Human RDM LLM RDM Brain RDM

Prompt: Given a triplet of objects {'sunglasses
(spectacles that are darkened or polarized to protect
the cyes from the glare of the sun)’ 'raft (a flat float
(usually made of logs or planks) that can be used for
transport or as a platform for swimmers), ‘crow.
(black birds having a raucous call)'}, which one in
the triplet is the odd-onc-out? Please give the
answer first and then explain in detail.

LLM (GPT-3.5-Turbo) :
‘The odd-one-out in the triplet is "sunglasses."

Explanation:

In the given triplet of objects, "raft" and "crow" are
both related to the concept of being outdoors and
natural. A "raft" is a watercraft used for transport or
as a platform in water-related activities, which
typically occur outdoors. A "crow" is a bird found in
natural environments, often associated with outdoor
landscapes.

On the other hand, "sunglasses" are not directly
related to the outdoors or natural environments.
‘They are a man-made accessory designed to protect
the cyes from the sun's glare. While people
commonly wear sunglasses outdoors, the primary
purpose of sunglasses is related to eye protection
rather than being a natural or outdoor element.

Therefore, among the given triplet, "sunglasses"
stand out as the odd-one-out due to their primarily
human-made and functional nature, as opposed to
the more natural attributes of "raft" and "crow."

o G

Prompt: You are shown three object images side
by side and are asked to report the image that was
the least similar to the other two. You should focus
your judgement on the object, but you arc not given
additional constraints as to the strategy you should
use. If you did not recognize the object, you should
base your judgement on your best guess of what the
object could be. 1. Tell me your answer. 2. Tell me
the location of the object you have chosen. 3.
Explain the reasons.

MLLM (Gemini Pro Vision):

1. The image that is least similar to the other two is
the image of the sunglasses.

2. The image of the sunglasses is on the left.

3. The image of the sunglasses is the only image that
is not a living thing. The other two images arc of a
bird and of people on a boat.

Parsing Choice

with dimension ratings for stimulus images. The schematic structure incorporates elements adapted from Figure 1A of

Horikawa et al. (2020)>* (https://doi.org/10.1016/.isci.2020.101060), published under a CC BY 4.0 license. h, Overview of the
comparisons between space of LLMs, human behavior and brain activity. For this figure, all images were replaced by images

with similar appearance from the public domain. Images used under a CCO license, from Pixabay and Pexels.
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Paper:https://arxiv.org/pdf/2407.010677?
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A foundation model for the Earth system
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2025-05-21 (Nature FFH1E30)

Article
Afoundation modelforthe Earth system

https://doi.org/10.1038/s41586-025-09005-y  Cristian Bodnar'2", Wessel P. Bruinsma'", Ana Lucic'*", Megan Stanley’", Anna Allen*",

. Johannes Brandstetter’®, Patrick Garvan', Maik Riechert!, Jonathan A. Weyn¢, Haiyu Dong®,
Recaived 26 May 20124 Jayesh K. Gupta??, Kit Thambiratnam®, Alexander T. Archibald?, Chun-Chieh Wué,
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Fig.1|Auroraisal.3-billion-parameter foundation model for the Earth quality at 0.4°, wave modelling at 0.25° hurricane tracking at 0.25° and
system.Iconsare forillustrative purposesonly. a, Aurorais pretrained weather forecastingat 0.1°. b, Aurorais a flexible 3D Swin Transformer2 with
onseveral heterogeneous datasets with different resolutions, variables 3D Perceiver-based® atmospheric encoders and decoders. The modelis able
and pressure levels. The model is then fine-tuned for several operational toingestinputs with different spatial resolutions, numbers of pressure levels
forecasting scenarios at different resolutions: atmospheric chemistry and air and variables.
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Rich development search_code(regex) = Searching patterns and anti-patterns y | of memory !
history search_commits(regex) Causal analysis over historic commits | Filtered Context WM;,;OI.Y— |
[ i e e *
= ,9 Take n]ul‘tiple : o if enough contextis " | Structured =
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Figure 1: Code Researcher conducts deep research over code in three phases: (1) Starting with
the codebase and crash report as input, the Analysis phase performs multi-step reasoning about
semantics, patterns, and commit history of code. It gathers context in a structured memory. (2) The
Synthesis phase filters the contents of the memory to keep relevant context and generates a patch.
(3) The Validation phase uses external tools to validate the patch.
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Figure 1: SFT vs. GRQO. SFT leads to limited and homogeneous supervision signals, while GRQO
produces richer and more diverse learning signals, encouraging queries to be more expressive.

FERR

® HIXi8 RL BFMREE: GRQO EMEEENMRE, WRESREIER GRPO, {BIEFECHRITAFE
2, PR EMBER,

o KL IEMHRFEIGIZE: BIXsMSMmAY KL IEN, iEhIZ&Rs. BLEIESHIomER, (REF query
TS STEM.

® £ Visual Prompting 1%SrhiZ{L8E58: /£ open- vocabulary #1 closed- set visual prompting %5
T, DINO- R1 1BEERISESEIRIE COCO. LVIS, ODInW EWERERF, FRIFE query-level FREFE

B HErERe

EE S

Paper: https://arxiv.org/abs/2505.24025
GitHub: https://christinepan881.github.io/DINO-R1/



https://arxiv.org/abs/2505.24025
https://christinepan881.github.io/DINO-R1/

17

®itXh

A Survey of LLM X DATA

HH

2025-06-01

A Survey of LLM x DATA

Xuanhe Zhou*¥, Junxuan He*Y, Wei Zhou*¥, Haodong Chen*9, Zirui Tang*9Y, Haoyu Zhao*¥, Xin Tong*,
Guoliang Lif, Youmin Chen*, Jun Zhou*, Zhaojun Sun*, Binyuan Hui¥, Shuo Wang, Conghui He?,
Zhiyuan Liuf, Jingren Zhou*, Fan Wu*

*Shanghai Jiao Tong University T Tsinghua University *Alibaba Group $Shanghai Al Laboratory
https://github.com/weAlDB /awesome-data-Iim

XmeXxd LM SEiEEE" ZERINEXAHT 7 255, £ DATA4LLM 53R, HAREERT
IfIIsZiE LM EapREHARIRMER, MEIEIREN. A0, #HERIARSS, 9Tk, 8. RAG 1 agent RFH
REUREIERE, 7 LLM 4 DATA 7AE, WXE LLM WEtERIEEREtREETE, IS UESk. B
A. P, REERMIIREENEES. 1IEXXEE T — I NEZREEM. TERRTEIER, F5HET 400+

RRLG3ER.



18

4 Data Processing Data Storage Data Serving Example Datasets

h
'
1
t@A'\‘\N\ ' across LLM stages .
N - w % . Z
e @ i“o:< a 53 y lLLM 1 Pre-Training :
3Fs  lanceDB vLLM Haystack : '
& ) High-Flyer Databricks Snowflake Data Juicer Dataverse T — - - - === - i ggm{o" 1
ey e - | B ml :
~ T i 1 KV Cache 1 : 1 copoen o
- ! Data ’ ! t=2222222227  Langchain Llamalndex ! '
! i .
Synthesis @ " : R_Il;\‘cgi_slvene“:sh_ ! RAG data | A ' Continual
a « a Rich, Diverse, Multi- o e .
! ,,,Flfl,,,g, ) ' % Dimension Coverage : S\(ecmr s<t5raph o RAG data . ; Pre-Training
B Data ® ¢ i>1oreoe orage SN Chunk  knowledge  Knowledge ! e . S !
: Mixing 1l | (abundance) ., . [articulation) 77" - "7 77 1 Index ey G g IsMP 2023 N I
) ' ® Data 1| sufficients | “1aa@S Logically ! model data B a ! '
O 1 . : 1 | i Balanced | Conceptof | # Clear, 1 Checkpointing T - el i
e b o selecion | il e | Ot | L. | 4 ek B ference data ¢ ! sF -
| (- () L data ided dat . R 9 __ a1 Prompt Data , 1 [N gy ¥ e
Lhenng I D: s e e S I Compression  Provenance 1 iE; @ EarthGPT
1 | ata 1 training data ' P Stanford &3 1
' @  Deduplication ; g + [ ey v R 0SS Sed &
li ' | Distributed  Object 1 === ===========1 '
' Data - o ' , Storage  Storage 1 training data 1 ' '
@] | ! '
' Acquisition plpEine ' 1 [ : Reinforcement Learning
i I orchestration 1 1 DataProcessing 1, Data Data A ! !
O e : ' loading 1, Packing Sampling ! . ‘ PRMS800K uitrareeclivack «
------------------------- 2 '
: hh-rinf Bl &
G 2y o - of '
oo® origin O G *9 training @é model RAG E’? inference P : '
data i daa &) data data data . ' :
B 1
5 - - : : CRAG w v '
oo Data Manipulation Data Analy5|s System Optimization N’agas D
\_N\b‘ ----------------- .-------------: ------------------------------------- , ! '
NZGaL )  ( Configuration Query i
« @ i } '\ relation \_/Code i graph Q : T u’; A"alyS's o Optimization : ' Agent :
1 ! structured [} 1 ) - : <
@ ! - Pt dita Seman“ V, data Semantlc : VO data rogram : ' Aromaly Diagmost 1 ' m‘m@ % Q) @) !
@ { Data Discovery - Analys.s ] Analys\s Analysls 1t nomaly Diagnosts 1 1 ] & i
[ =0 I 1 i 8 E

Fig. 1: Overview of LLM x DATA (with “IaaS” Concept).
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Semantic Uniqueness t-sne Comparison Words Length Distribution

Max Prompt Length

Numver of Prompts
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Figure 1: Prompt diversity/complexity of TIIF-Bench compared to prior benchmarks. (Left)
Semantic uniqueness after de-duplication using a cosine similarity threshold of 0.85: less than
30% and 60% prompts in COMPBENCH++ and GENAI BENCH are unique, while more than 90%
prompts in TIIF-Bench are unique. (Middle) t-SNE visualization of CLIP text embeddings shows
that TIIF-Bench spans a much broader semantic space than existing benchmarks. (Right) Prompts
length in COMPBENCH++ and GENAI BENCH are fixed and short, while TIIF-Bench covers a much
wider range. As shown in the lower-left corner, the longest prompts in COMPBENCH++ and GENAI
BENCH are less than 50 words, while TIIF-Bench contains complex prompts exceeding 500 words.
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Figure 1: A schematic world map of languages in Common Corpus with a log-scaled
distribution of document counts. For each language, we chose a city that is located in the
region where this language is most specific to. To avoid outliers, we show only languages
with 10004 documents.
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(a) HaploOmni-attention Mechanism (b) HaploOmni Block (c) Multimodal AdaLLN

Figure 1: Illustration of our HaploOmni-attention mechanism and HaploOmni Block. We implement
a hybrid masking strategy that applies causal attention to text features and timestep tokens while
adopting bidirectional attention for processing visual signals and latent noise. Drawing from the
standard transformer module, we develop the HaploOmni block through the implementation of
multimodal AdalLN.
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Figure 1: Showcase of UniWorld-V1’s versatile capabilities. The left two panels illustrate image
perception and manipulation examples, and the right panel presents comparisons with state-of-the-art
models and training data resources.
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Figure 1 | Single timescale and multi-timescale reinforcement learning. a, In single-timescale value learning,
the value of a cue (at t = 0) predicting future rewards (first panel) is evaluated by discounting these rewards with
a single exponential discounting function (second panel). The expected reward size and timing are encoded, but
confounded, in the value of the cue (third panel). b, In multi-timescale value learning, the same reward delays are
evaluated with multiple discounting functions (second panel). The relative value of a cue as a function of the
discount depends on the reward delay (third panel). A simple linear decoder based on the Laplace transform can
thus reconstruct both the expected timing and magnitude of rewards (fourth panel).
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Figure 2: The OpenThoughts experiment pipeline aims to build the strongest reasoning dataset
recipe. We investigate (1) sourcing questions from existing and newly generated datasets, (2) mixing
questions from the top-performing sources, (3) filtering for high-quality questions using fast Text
or LLMs, (4) deduplicating questions and sampling multiple answers per question, (5) filtering out
low-quality answers using LLM verification or majority consensus, and (6) selecting the best teacher
model.
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Model

Abstractor Layer

Projection Layer

Semantic Embedding Layer

Cross-attention Layer

AnomalyGPT % (Gu ct al., 2024)
BLIP-2 % (Li ct al., 2023b)
Cambrian-1 4(Tong ct al., 2024

CogAgent ¢ (Hong ct al., 2024)
Flamingo 4 (Alayrac etal.,
2022)

InstructBLIP (Dai et al., 2023)
Kosmos-1 (Huang et al., 2023
LHRS-Bot (Muhtar et al., 2024
LLaMA-Adapter V2 4 (Gao
ct al., 2023)

LLaVA (Liu ct al., 2023)
LLaVA-1.5 (Liu et al., 2024)
MM1 (McKinzie et al., 2024)
mPLUG-OwI12 ¢ (Yc etal.,

2024¢
mPLUG-OwI3 ¢ (Yc ctal.,
2024a

PMC-VQA (Zhang et al., 2024d)
SEAL A(Sun et al., 2025)

SEED % (Ge ct al., 2023)
VideoChat (K.-Y. R. Li ct al.,
2023)

VILA (Lin ctal., 2024b
VisionLLM (Wang et al., 2023)
X-InstructBLIP (Panagopoulou
ct al., 2024)

Perceiver Resampler

Perceiver Resampler

C-Abstractor
Visual Abstractor

Convolution

Q-former

Linear
Lincar

MLP

Lincar
MLP (last layer of ViT)

Linear

Linear
MLP

Linear

MLP / Transformer
MLP

Lincar

Lincar

Linear / Transformer
Transformer
Q-former + Linecar

Convolution

Q-former

Cross-attention (like Convolu-
tion)

Q-former

Perceiver Resampler

‘Within Model
‘Within Model

‘Within Model (self attention
layer)

Modality Adaptive Module

Within Model (Hyper Attention
Transformer block)

Table 1: Selected Comparisons of MLLMs. Key: Fusion Level is indicated by ¢ (Intermediate) or ¢ (Hybrid); other
fusion instances are "Early’. Representation is indicated by A (Coordinate) or % (Hybrid); other representation

instances are 'Joint’.
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Embedding p(“ves”|{i,q.d}) Hidden State
O O ]

e ) [ e )

oo-0 - 0O-00 O O-0 O-0 O-0 O
{Instruction}+{Query} / {Doc} [EOS] {Instruction} {Query} {Doc} Assistant;
(1) Embedding (2) Reranking

Figure 1: Model architecture of Qwen3-Embedding (left) and Qwen3-Reranker (right).
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Next-word Prediction
Sparse Autoencoder

Close Source Open Source >
= LLMs
é - Transformer Model Claude-3
o i 2 10/23 A\ 05/23 A\
5 S %) GPT-2 Neuron Small Size GPT-4_
g z kT 05/23 (& 06/24 ()
Y g = GPT-2 LLaMa-3.1
o 5 = To r Stk
2 s y Model
5 09/22 A\ e 10724 & |
Neurons ‘Pythia-?Om’ Gemma-2
12/23 0824 ©
e
Reconstruction  Sparsity Stage
(a) SAE Framework (b) SAE History

Figure 1: (a) This figure illustrates the fundamental framework of a Sparse Autoencoder (SAE). SAE is trained
to take a model representation z as input and project it to an overcomplete sparse activation h(z) by learning to
reconstruct the original input z. The SAE typically comprises an encoder, a decoder, and a loss function for training.
(b) The development of the SAE progresses through multiple stages. Note that we only list some representative
SAE models in this timeline rather than providing an exhaustive compilation.
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LLM Response Peg0 Pegl Peg?
<think> ﬁ
Move disk 1 from peg 0 to peg 2 ... Initial State
moves = [
[1, o, 21, /_\‘ [1, o, 2]
[2, o, 1], extract moves from thoughts [2, 9, 1]
(1, 2, 11, (for analysis) [1, 2, 1]
[3, 8, 21, [3, 9, 2]
[A7RN0T
f2, 4, 21, Middle State
Al (O 7l
] L . [1, 1, o]
Let me double-check this... Ei’ é' ;;ll
S/ikhink extract final answer ;
<answer> the final answer is moves=... | (formeasuringaccuracy)
ansaers » Target State
100 S, sus Lof
Claude 3.7 000 £
! (+thinking) i) ; . El
80 \ 2 Claude 3.7 2 08
= 1 B 15,000 (+thinking)1 2
= ! o = Correct Solutions
.. 60 1 TEB o 06h
5 ‘| £ 10,000 é 3%
5 40 ! = E 0.4 ’ .
8 O ) ’ ~~_ Claude 3.7 4 [ \‘ Incorrect Solutions
T |Claude 3795 ~0 2 5000 A O e B4 VB
20 o O’ E 02 5364 \ II
5] . o
D & % O - 0.0 ég
12345678 10 15 20 12345678 10 15 20 123456728910 15
Complexity (number of disks) Complexity (number of disks) Complexity (number of disks)

Figure 1: Top: Our setup enables verification of both final answers and intermediate reasoning traces,
allowing detailed analysis of model thinking behavior. Bottom left & middle: At low complexity,
non-thinking models are more accurate and token-efficient. As complexity increases, reasoning models
outperform but require more tokens—until both collapse beyond a critical threshold, with shorter
traces. Bottom right: For correctly solved cases, Claude 3.7 Thinking tends to find answers early
at low complexity and later at higher complexity. In failed cases, it often fixates on an early wrong
answer, wasting the remaining token budget. Both cases reveal inefficiencies in the reasoning process.
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Cnnsiderﬁng the various songs and +zchniques AV-
presented—from basic chord strumming fo lead Haystacks
riff execution, how can a learner szzcﬁvefg

structure their practice sessions fo gradually MAGNET
incorporate and master these skills? @

AVHaystacks
Benchmark

702s 766s 811s 9555 983s
(l) Begin with masfering basic chords (e.g.. E A D) using slow, deliberate

practice and vocal counting. (Vid 1 [§37-9695]) (2) Use looping exercises to
reinforce muscle memcr? for speciﬁc passages, graduaﬂy increasing tempo. ( Vid

2 [227-287s]) (3
strumming) in S-;Iﬂ)ﬂfg sggmenfs. ensuring each is perfected before combining them
in full song play-alongs. (Vid #3 [570-64ls]) (%) Regularly review challenging
sections and fncorporafc Pracﬁce drills and pauses as recommended in each
 Jesson. (Vid 43 [570-641s], Vid 484 [702-766s, 8I-955s])

nfegmf’e new i‘zchﬂiq_uzs (SIJCJ’I as !Cﬂd l"lﬂ: Gﬂd ﬂdVﬂﬂCEd

Figure 1: A new task and a benchmark. We introduce a novel task AVHaystacksQA, which requires
multi-video linkage and reasoning to generate the most informative answer. To this end, we curate a
new benchmark AVHaystacks comprising 3100 QA pairs obtained through careful inspection.
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Figure 1: (a) Effect of CoA-loss. The left and right sides
show probabilities for the hatched sample on the decision
boundary. In the middle figure, dashed and solid lines indi-
cate the current and updated decision boundaries. CoA-loss
assigns higher weights to this confusing sample, enhancing
specialization in prompt tuning. (b) Effect of CoA-weights.
The left and right sides show performance across domains.
CoA-weights increase confidence in the specialized predic-
tion for seen domains while reducing it for unseen domains,
preserving both specialization and generalization.
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det /
Diffusion Loss /
/
/
/
/
/

SiT/DiT block N

SiT/DiT block /

SiT/DiT block / SiT/DiT block

e
SIT/DIT block BRI ST SIT/DIT block

SiT/DiT block

noised images

Figure 1: Dispersive Loss for Generative Modeling. Left: A standard diffusion-based model (e.g., SiT
[26] or DiT [31]) with a regression-driven diffusion loss, augmented by a Dispersive Loss applied to an
intermediate block. Right: A zoom-in on the first few blocks with Dispersive Loss. Our loss encourages
intermediate representations to disperse in the hidden space. It operates on the same input batch of
noised images, shares the existing network blocks and computations, introducing negligible overhead,
no additional parameters, and no reliance on external data.
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a Digital mask construction

Color-accurate
laminate infill mask

Damaged paint layer

Panel support

Mounting hardware

Fig. 1| Physically-applied digital restoration. a, The digital infill mask construction process. Starting from
the scan of the damaged painting, a restored image is created; an infill mask is derived from the two through
analysis of human-perceived visual differences subject to tolerance analysis. b, Exploded view rendering of
the laminates and materials used in physically applying the infill mask. ¢, Photograph of the restored painting

in this work after physical application of the digital infill mask.
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Figure 1: Overview of the auditing framework and key insights. The framework captures dual
perspectives on automation and augmentation by eliciting both worker desires and expert assessments
of technological capabilities. It guides participant reasoning through structured prompts and an
audio-enhanced interface. We instantiate this framework to build the WORKBank database, enabling
a data-driven analysis of worker-centered needs, the desire—capability landscape, the Human Agency
Scale (HAS) spectrum, and implications for core human skills.
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Visual Grounding

Q: Where is the Shih Tzu in the image?
Answer in [x0, y0, x1, y1] format.

A:[0, 608, 100, 23]

GUI Understanding

1 Q: In the given image,

.’ could you find and tell me
the coordinates of search
" bar?

(m— Acclick(x=0.384,y=0.082)
e

OCR

B 2016-12-01

1S YEEH W
%2§ECM§ hRR

=
&= 1468361600600

Figure 1 Ming-Omni is a versatile, unified end-to-end model capable of processing images, text, video, and audio, and generating
text, speech, and images. These capabilities enable the lite version of our model, Ming-Lite-Omni, to support a broad range of

tasks, including visual perception, audio-visual interaction, and image generation, among others.
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Understanding

Language

— Alignment E
Video QA
Internet Video Video V-JEPA 2
& Images ; Pretraining
1M hours & 1M images UnderStanding
& Prediction
Attentive Probe
— Training Action Classification
Object Recognition
Action Anticipation
”‘ C/ Robot Dat — Action- Planning
y U ’ obot Lata —_ Conditioned e
(states + actions)

Post-Training Robot Manipulation

62 hours

Figure1 V-JEPA 2 Overview. Leveraging 1M hours of internet-scale video and 1M images, we pretrain the V-JEPA 2
video model using a visual mask denoising objective (Bardes et al., 2024; Assran et al., 2023), and leverage this
model for downstream tasks such as action classification, object recognition, action anticipation, and Video Question
Answering by aligning the model with an LLM backbone. After pretraining, we can also freeze the video encoder
and train a new action-conditioned predictor with a small amount of robot interaction data on top of the learned
representations, and leverage this action-conditioned model, V-JEPA 2-AC, for downstream robot manipulation tasks
using planning within a model predictive control loop.
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RL Outer Loop Iterationt
RL Data
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Figure 1: Overview of SEAL. In each RL outer loop iteration, the model generates candidate
self-edits (SE)—directives on how to update the weights—applies updates, evaluates performance on
a downstream task, and uses the resulting rewards to improve the self-edit generation policy.
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A Survey of Generative Categories and Techniques in
Multimodal Large Language Models 3

Text-to-Text Text-to-Image
(T2T) (T21)
Summarization Captioning
Translation Art Generation m T
T21
m um
T2V
W T2HM
Text-to-Music Text-to-Video e
(T2M) (T2V)
Text Input
Composition Animation
Sound Design Video Synthesis
Text-to-Human- Text-to-3D-Objecis
Motion (T2-3D)
L Design
Action Sequence AR/VR
Gesture
Fig. 1. Modality coverage in LLM research. Fig. 2. Technique usage in LLM develop-

ment.

The pie chart data is derived from a set of keyword-based queries conducted on the Scopus database to capture research trends. Each
modality was queried using the following format: TITLE-ABS-KEY("text generation” AND ("large language model” OR LLM)); TITLE-ABS-
KEY("image generation” AND ("large language model” OR LLM)); TITLE-ABS-KEY("music generation" AND ("large language model” OR LLM));
TITLE-ABS-KEY("video generation” AND ("large language model” OR LLM)); TITLE-ABS-KEY("human motion generation” AND (“large language
model” OR LLM)); TITLE-ABS-KEY("3D object generation” AND ("large language model” OR LLM)). The results reflect only rough approximations
and do not account for paper relevance or duplication. However, they provide a general overview of the current research emphasis, with text
generation clearly dominating, followed by image, while the remaining modalities represent emerging but less-explored areas.
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Evolution Timeline of Deep Research Systems (2024-2025)

Origin and Early Exploration Technological Breakthrough Ecosystem Expansion
Early prototypes and foundational approaches = Commercial releases and competitive rivalry =~ Multi-modal integration and diverse applications
(2023 - February 2025) (February - March 2025) (March 2025 - Present)
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D Open-source Systems

Fig. 1. Evolution Timeline of Deep Research Systems
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Figure 1 | Left: Benchmark performance comparison of leading commercial and open-weight models
across competition-level mathematics, coding, software engineering, agentic tool use, and long-
context understanding tasks. We use the MiniMax-M1-80k model here for MiniMax-M1. Right:
Theoretical inference FLOPs scaling with generation length (# tokens).
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Training High-Recall Classifier ESSENTIAL-WEB V1.0 Approach
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Contraction Expansion
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Figure1 Three-stage Autoregressive U-Net (AU-Net). The model executes from left to right. The contracting path
compresses the sequence in two steps: Stage 1 processes raw bytes, Stage 2 keeps only the vector at each word
boundary, and Stage 3 keeps one vector per two words. Each contraction and expansion step supports arbitrary pooling
and upsampling patterns. After the deepest stage, the expanding path reverses the contracting path by duplicating
each coarse vector and applying position-specific linear layers. These are combined with skip connections from the
contracting path, gradually restoring sequence length and blending in high-level information. Deeper stages predict
further ahead and capture broad semantics, while shallower stages refine local detail.
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(a): Cross-domain transfer performance. (b): Model performance across reasoning domains.

Figure 1: Left: Absolute accuracy gain (%) over the base model when RL-trained on various domains. Pretrained-heavy
domains (Math, Code, Science) benefit from cross-domain training, while others require in-domain data, indicating
RL aids skill acquisition. Right: Our GURU-7B/32B models consistently outperform strong open baselines across 17
reasoning tasks when RL-trained with mixed-domain data.
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(Interleaved) Text/ Image / Video Multimodal Understanding, Image, Video, and Mixed-Modality Generation
§ . ) 1 User: What's written
Whats written on this p on this image? fith Assistant: 51U S -
image? | Sl -
/ ™ N F
7\ 2
- |
Text tokenizer & 3D Causal VAE Encoder ) e
User: A soft, natural portrait photograph captures
| a young woman with fair skin and long, ash-blonde F A
Noise Scheduler hair cascading gently over her shoulders ... At the ™
very bottom of the frame, in simple, elegant
lettering, appears the phrase "BE KIND". /Al

Semantic
Layers

‘ | | User:

Embedding Layer Projector

; : A breathtaking coastal beach ® = = @& o  G&
tial (-Temporal) Fusion — & = N .
Epeielisiemporllifusio in spring, where gentle waves," == = - 3
| caress the golden sand. 22 o

[ A A R O B | User:

Sho =02 (Causal & Full Attention)
) ] | N AP | A [ e S e [ I

— _
LM Head Flow Head We ha e iding We hiked
I I :mazing A looked s umpou:(zins
T view from = beautitul — GEEEEEERN  andhad a
Text De-Tokenizer & 3D Causal VAE Decoder the lodge. gg;ﬁ:e" n greattime.

Figure 1: Our approach begins by encoding input texts, images, and videos into continuous em-
beddings and visual latents. The visual latents are processed through a dual-path extraction and
spatial (-temporal) fusion mechanism to construct unified visual representations that are scalable for
both multimodal understanding and generation, image and video modalities. These text embeddings
and unified visual representations are then structured into a sequence for the base language model,
equipped with dedicated heads. Specifically, text tokens are modeled autoregressively by a language
head, while image and video latents are handled by a flow head using flow matching. We employ the
omni-attention mechanism [118, 133] to enable causal attention along the sequence while maintaining
full attention within the unified visual representations. This design empowers our model to effectively
tackle tasks such as image/video understanding, generation, and mixed-modality generation.
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Fig.1|Plasticity in the visual cortex after supervised and unsupervised
training. a, lllustration of the virtual reality (VR) task withasound cueata
random positionin each corridor. Water was available after the sound cue
intherewardedcorridor. b, Task training timeline in task mice. Micein the
unsupervised cohort experienced the same stimuli or the gratings stimuli
without water rewards. ¢, Lick distribution in an example mouse after task
learning. Trials were sorted according to the sound cue position. d, Performance
quantification of anticipatory licks before water was delivered (error bars on
allfiguresrepresents.e.m.; the centre values are average; grey lines denote
n=5mice). e, Examplefield of view of the mesoscope (left) and zoomed-in
view (right) toillustrate cellular resolution. AL, anterolateral; LM, lateromedial;
MMP, mediomedialposterior; RL, rostrolateral; RLL, rostrolaterallateral;

RSP, retrosplenial. f, Selectivity index d’ of neural responsesinside the
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across the field of view, aligned to amap of visual areas. The top and bottom
rows are task mice and unsupervised mice, respectively. The left and right
columns are before and after learning, respectively. A, anterior; L, lateral;

M, medial; P, posterior. j, Percentage of neurons with high selectivity in each of
the four visual regions defined in the inset (n = 4 task mice, n = 9 unsupervised
mice and n=3 unsupervised with gratings mice (5 sessions); statistical testsin
allfigures are two-sided Student’s t-tests, paired orindependent as appropriate;
see Methods for full details). All dataare mean +s.e.m.*P< 0.05,**P< 0.01and
***P<0.001from paired, two-sided t-tests.

Test 8: new stimulus

FE

ot

AN )

°* THEFIESURKEEMETENL: (IFFI5IRHNHLRNWETRMBERTSESH, AN HVAs &Y

FRETTIRIRMEIRR, BREEREITEAE (0 "R "B ) miSEfE, RPThEEFIZNERIE

FEBRAOESREATLE,

o Hifll HVAs RYREFIESISRIE: (NMEESERIRIM HVAs FrRIiRER TSR TTIER,

SEMST R TA, BSUTRIERIRE valence 18X, BREEFIESHIXERFRME.

o FTHEFIGIMETHES: SIEABGTWET)IGRING, ERERMIESFEIEETERTAR

YIIERETTIGAE, ERTEEFTE

/\

EMUARBIRAL, BIHESFIREE,



71

K HEE

Paper: https://www.nature.com/articles/s41586-025-09180-y.pdf

® iEX=17%

How much do language models memorize?

HH

2025-06-19

How much do language models memorize?

John X. Morris'®, Chawin Sitawarin?, Chuan Guo', Narine Kokhlikyan', G. Edward Suh3’4,
Alexander M. Rush®, Kamalika Chaudhuri!, Saeed Mahlouijifar!

IFAIR at Meta, 2Google DeepMind, 3Cornell University, *“NVIDIA

We propose a new method for estimating how much a model “knows” about a datapoint and use it
to measure the capacity of modern language models. We formally separate memorization into two
components: unintended memorization, the information a model contains about a specific dataset,
and generalization, the information a model contains about the true data-generation process. By
eliminating generalization, we can compute the total memorization of a given model, which provides
an estimate of model capacity: our measurements estimate that models in the GPT family have an
approximate capacity of 3.6 bits-per-parameter. We train language models on datasets of increasing
size and observe that models memorize until their capacity fills, at which point “grokking” begins, and
unintended memorization decreases as models begin to generalize. We train hundreds of transformer
language models ranging from 500K to 1.58 parameters and produce a series of scaling laws relating
model capacity and data size to membership inference.

Date: June 19, 2025
Correspondence: Saced Mahloujifar at saeedm®@meta.com 00 Meta
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Figure 1 Unintended memorization of uniform random data
(Section 3). Memorization plateaus at the empirical
capacity limit of different-sized models from the GPT-
family, approximately 3.6 bits-per-parameter.
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Figure2 Unintended memorization of text across model and
dataset sizes (Section 4). All quantities are calculated
with respect to a large oracle model trained on the full
data distribution.
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Figure 2: Our approach obtains dragging ability via two processes: prepare training data (upper
left) and training the parameter generator (upper right). When preparing training data, we explicitly
pair parameters with dataset-specific conditions. During training, DnD takes condition as input and
generate parameters, using original parameters as supervision.
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Spatial Planning
/Devise an action plan that
. enables a player to reach
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part in the first image?
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{U, R, U, R, R, R, D, D} \/ {The second image} \/ {Right} \/

-

Figure 1: Multimodal Reasoning Examples. Mirage interleaves latent visual tokens, which
represent compact imagery visual features, with explicit text tokens to solve diverse spatial reasoning
multimodal tasks, boosting the reasoning performance without the full pixel-level image generation.

FE

ot

AN )

o BREASIESIEENE: HAER VLM KGEREREMIRL, BIBENEEIEENRSHE (207
Wb HERIEIGEIRAN) EIUAROERSR, LURTEMAREXRBENEIEN, HEESTTHERZEMmIFER
=128

® WHEZNES RL thAMK: BEMEREEESEEESIR FELBRRESCERYE, XMERBARALIRER
BENESBR, &5 GRPO BUFINNWHENE, £ VSP TEMMNESPREENARLIRT 11%
B, JOIE TSR RIS HEEREDRIIRIL.

® EHESHANENFIESZIME: t-SNE TJHHER, BESHERSRMMIRESINE A X BEESENE,

£ Qwen2.5-VL 3B F/ MEAL ESEH 5%-10% (46EIRF, BAERRIHEBRMTAT AR, WEHEIESH

BEIEINSER SN RER,



77

K HEE

Paper: https://arxiv.org/pdf/2506.17218
GitHub: https://github.com/UMass-Embodied-AGl/Mirage
Project: https://vim-mirage.github.io/

Virtual Community: An Open World for Humans, Robots, and Society

HH

2025-06-21

Virtual Community: An Open World for
Humans, Robots, and Society

Qinhong Zhou'* Hongxin Zhang'* Xiangye Lin'* Zheyuan Zhang?>*
Yutian Chen® Wenjun Liu! Zunzhe Zhang' Sunli Chen' Lixing Fang!
Qiushi Lyu! Xinyu Sun! Jincheng Yang! Zeyuan Wang' Bao Chi Dang'
Zhehuan Chen' Daksha Ladia’ Jiageng Liu’ Chuang Gan'
'UMass Amherst 2 Johns Hopkins University 3Carnegie Mellon University

ATAERTFHELI 7T — NABF R R XIS Virtual Community, 3735 ARRIESH S ATEEIZS
[EFFHTIKEIRRE. SIFSHRTARN. FRESISIREEN, B Eait&ilgen, HEaXKE
SEESMMMUEIENBE ENEST AN, 8MEBESEHEY S, KEHCIZSBmINEESN, FTLE56
IMER. K2, FPISZSHtaE. R FEaERFRER Al H2THEE. SERIRMESaNGHFREM

T BEAEEMNINIR.


https://arxiv.org/pdf/2506.17218
https://github.com/UMass-Embodied-AGI/Mirage
https://vlm-mirage.github.io/

78

Name: Leonard Park Age: 23

Innate: Self-direction, Security

Bio: I am a cybersecurity expert at StockX. My hobby is soccer.
Group:

¢ Name: StockX Place: StockX Detroit
Living: Leonard Park’s room at Justin Management

| Name: Emily Johnson
Role: Dance Instructor
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|| Robot: Go2 3
" Task: Following Emily |

Cyber Security Corp
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Bio: I am a professor at Wayne State University. My hobby is cooking.
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* Name: Detroit Food Academy Place: The Gastronomy Guild
Living: Elizabeth Mensah's room at Bedrock Detroit

~ Chatting:
Jack Ma & Sophie Carlsen

Figure 1: Virtual Community enables simulation of humans, robots, and their societies within
open-world environments. We present an automated pipeline that transforms real-world geospatial
data into large-scale 3D scenes and contextually grounded agent communities. Built on a universal
physics engine, our system supports a diverse range of robots—including mobile manipulators,
quadrupeds, humanoids, and drones—as well as visually expressive avatars capable of realistic
motion and language-based interactions. This foundation facilitates complex social interactions and
collective behaviors within the simulated communities.
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Fig. 2. The network architecture of our proposed YOLOv13 model. Taking multi-scale features extracted from the backbone as input, HyperACE adaptively
explores high-order correlations and achieves feature enhancement and fusion. Then, the correlation-enhanced features are distributed to the entire network
by FullPAD tunnels to achieve accurate object detection in complex scenes. The detailed structure of HyperACE is shown on the right.
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Figure 1: A structural overview of a DR agent in an multi-agent architecture for ease of illustration.
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(c) Long Video

Figure 1: Predicting Ego-centric Video from human Actions (PEVA). Given past video frames
and an action specifying a desired change in 3D pose, PEVA predicts the next video frame. Our
results show that, given the first frame and a sequence of actions, our model can generate videos of
atomic actions (a), simulate counterfactuals (b), and support long video generation (c).
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The Gentle Singularity

\We are past the event horizon; the takeoff has started. Humanity is
close to building digital superintelligence, and at least so far it's much
less weird than it seems Llike it should be.

Robots are not yet walking the streets, nor are most of us talking to
Al all day. People still die of disease, we still can't easily go to space,

and there is a lot about the universe we don't understand.

And yet, we have recently built systems that are smarter than people
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